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Roadmap

1
Kislay

Foundations: LLMs, diffusion transformers, sparse attention

2
Deeptanshu

MInference 1.0: dynamic sparse attention for prefill

3
Siddharth
SpargeAttention 1 & 2: training-free and trainable sparsity

4
Kislay

Sparse VideoGen2: semantic-aware permutation

5
Advay

DeepSeek attention: efficient long-context models

Presentation order. Papers: MInference 1.0; SpargeAttention; SpargeAttention2; Sparse VideoGen2;
DeepSeek-V3.2; DeepSeek-V4 attention.
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An LLM predicts the next token

Prompt: The cat sat on the

The cat sat on the illustrative tokenization

Token embeddings
+ positions

Transformer blocks
attention + MLP

Next-token
distribution

attention mixes token information;
MLPs transform each token

sample / choose a token,
append, repeat

p(x1, . . . , xT ) =
T∏︂

t=1

p(xt | x<t)

Here, xt is the token at position t and x<t is everything before it. A token
is a vocabulary unit, often a word fragment rather than a whole word.
Original decoder-only schematic. Block foundations: Vaswani et al., Attention Is All You Need (2017),
Secs. 3.1–3.5. Autoregressive inference: MInference, Sec. 2.
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Attention is a learned lookup

Every token starts with a representation xi ∈ RD . The model projects it
into three roles:

Query qi
What information
does token i need?

Key kj
What kind of
information can token
j offer?

Value vj
What content will
token j contribute?

qi = xiWQ , kj = xjWK , vj = xjWV

For one query
Compare qi with every allowed key kj ; normalize the scores into weights;
use those weights to mix the values vj .

sij =
qik

⊤
j√
d

−→ aij =
esij∑︁

ℓ∈Ai
esiℓ

−→ oi =
∑︁

j∈Ai
aijvj

d is the head vector width; Ai is the set of keys allowed by the mask.

Vaswani et al. (2017), Secs. 3.2.1–3.2.3, Eq. (1). Simplified to one head; multi-head attention uses several
learned projection sets in parallel.
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All queries are computed together as a matrix

Stack N token projections into Q,K ,V ∈ RN×d .

Attention(Q,K ,V ) = softmaxrow

(︃
QK⊤
√
d

+M

)︃

⏞ ⏟⏟ ⏞
A∈RN×N

V

Q N × d one query per token

K ,V N × d one key and value per token

QK⊤ N × N one score for every query–key pair

The mask M defines allowed interactions
Mij = 0 for an allowed pair and −∞ for a forbidden pair. A decoder-only
LLM masks future tokens; a DiT usually permits all pairs.

Vaswani et al. (2017), Secs. 3.2.1 and 3.2.3. DiT uses transformer blocks on latent patch tokens: Peebles
& Xie (2023), Sec. 3.
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LLM prefill and decode do different work

Prefill
N prompt keys

N
p
ro
m
p
t
q
u
er
ie
s

Future positions are masked.
Store per-layer keys and values.

One decode step

cached keys + new key

one new
query

reuse the KV cache

Only the newest token is processed.
Append its key and value to the cache.

O(N2d)
attention for the whole prompt

O(Nd)
attention for one new query

Original schematic; costs per head/layer, excluding projections/MLPs. MInference (2024), Sec. 2; Cho et
al., KV-Runahead (2024). Causal masking changes the constant, not quadratic scaling.
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Diffusion learns to reverse a noise process

Image via Nathan Bailey, A look at Diffusion Models, Medium (2024).

CS6013 Seminar Sparse Attention (Prefill) 7/144

https://nathanbaileyw.medium.com/a-look-at-diffusion-models-79bd7e789964


A DiT processes the noisy latent as patch tokens

noisy latent
spatial / temporal patches

Patchify +
embed + positions

Transformer blocks
self-attention + MLP

Unpatchify
prediction

noise level t + condition (e.g. text)

all patch tokens interact
at every network evaluation

sampler updates
the whole latent

N = T ′
⏞⏟⏟⏞
time

× H ′
⏞⏟⏟⏞
rows

× W ′
⏞⏟⏟⏞

columns

▶ Patchify the latent, add position and conditioning information.

▶ Let transformer blocks update all patch tokens at noise level t.

▶ Unpatchify the prediction and let the sampler take the next step.
Original schematic, extended to video. Peebles & Xie, DiT (2023), Sec. 3; Sparse VideoGen2, Sec. 5.1.
T ′,H′,W ′ count patches after latent compression and patchification, not raw video dimensions.
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The same interaction appears in two schedules

LLM

Long prompt
N text tokens

Prefill
first token

Token 2 → token 3 → · · ·

process the prompt autoregressive decode

Video diffusion transformer

Noisy video latent
N patch tokens

DiT + update Final latent → video

repeat across denoising steps

LLM: full prompt attention
happens during prefill; decode
adds one query at a time.

Video DiT: full patch-token
attention is revisited across
denoising evaluations.

The common question

Can we compute fewer token pairs while preserving the interactions
that matter?

Original schematic. Sources: MInference (2024), Sec. 2; DiT (2023), Sec. 3; Sparse VideoGen2 (2025),
Sec. 3.1.
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Double the tokens, quadruple the pairwise work

QK⊤
⏞ ⏟⏟ ⏞
N×N

and AV⏞⏟⏟⏞
N×d

=⇒ O(N2d)

Tokens N Dense pairs N2 One explicit FP16 matrix

32,768 1.07 billion 2 GiB

65,536 4.29 billion 8 GiB

Repetition compounds the cost

For L layers, LLM prefill attention is O(LN2d) per head. With S
DiT evaluations, video generation is roughly O(SLN2d).

Projections, MLPs, conditioning and decoding add further work.

Arithmetic illustration: 2N2 bytes for one FP16 matrix, one head, batch size one. Dense cost: Vaswani
et al., Table 1. Repeated video attention: Sparse VideoGen2, Sec. 3.1. FlashAttention avoids this explicit
matrix allocation.
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Sparse attention skips selected query–key pairs

Dense Local window Content-dependent

all allowed pairs choose by position choose by input

q
u
er
ie
s

keys

Position-based support
Decide from token positions, such
as a local window.

Content-dependent support
Decide from the current input’s
activations.

Shared vocabulary

Density = fraction of otherwise allowed pairs that are computed.
Sparsity = 1− density.

Original illustrative supports (blue = computed pair). Restricted attention foundation: Vaswani et al., Sec.
4. Dynamic sparse prefill: MInference, Sec. 3. Existing causal masks still apply.
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Fewer pairs must translate into faster kernels

4 selected pairs 4 selected pairs

4 touched tiles 1 touched tile

selected pair tile that must execute

Equal pair counts can touch different
numbers of GPU tiles.

Three questions for every
method

1. How are important pairs
found cheaply?

2. How much quality is
preserved?

3. Can the GPU skip
enough work?

Report both attention speedup and end-to-end speedup.

Next: MInference 1.0
Deeptanshu: FlashAttention kernels, then per-head dynamic sparse
patterns for long-context prefill.

Original toy tile illustration. Hardware motivation: FlashAttention, Secs. 2, 3.3; MInference 1.0, Sec. 3;
Sparse VideoGen2, Secs. 3–4. Timing decomposition is schematic.
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FlashAttention
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Standard attention writes the score matrix twice

Q,K ,V ∈ RN×d : N tokens, head dimension d . HBM: the GPU’s large off-chip
memory, far slower than on-chip SRAM.

Operation HBM traffic

1. Load Q,K ; compute S = QKT; write S read 2Nd , write N2

2. Read S ; compute P = softmax(S); write P read N2, write N2

3. Load P,V ; compute O = PV ; write O read N2 + Nd , write Nd

Θ
(︁

Nd⏞⏟⏟⏞
Q,K ,V ,O

+ N2
⏞⏟⏟⏞
S, P

)︁

At N = 1024, d = 64: S ,P move 16× the data of Q,K ,V ,O.

Dao et al., FlashAttention (2022). Algorithm 0; Theorem 2, Sec. 3.2.
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Attention is limited by memory, not arithmetic

▶ Standard attention writes N × N to HBM, then reads it back

▶ Traffic, not arithmetic, sets the runtime

▶ FlashAttention: same output, N × N never written

Attention Standard FlashAttention

GFLOPs 66.6 75.2

HBM read/write 40.3 GB 4.4 GB

Runtime 41.7 ms 7.3 ms

GPT-2 medium, N = 1024, d = 64, 16 heads, batch 64, A100, forward + backward.

Backward pass recomputes S ,P, not re-reads them: extra FLOPs, still faster.

13% more arithmetic, 9× less traffic, 5.7× faster.

Softmax needs the whole row before it can normalize.

Softmax without the whole row?

Yes: the online softmax.

Dao et al., FlashAttention (2022). Algorithm 0, Sec. 3.1; Fig. 2, Sec. 4.2.
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Online softmax: one query’s state after j keys

One key at a time (block size 1). The 1/
√
d factor is dropped throughout — it

only rescales the scores and changes nothing in the derivation. Li and Oi are

the paper’s ℓi and Oi .

Li =

j∑︂

t=1

eqik
T
t

Oi =
1

Li

(︂
eqik

T
1 , . . . , eqik

T
j

)︂
V1:j equivalently Oi =

∑︁
t≤j e

qik
T
t vt

Li
V1:j ∈ Rj×d stacks v1, . . . , vj .

Both are running sums over keys that have already arrived. Nothing
here needs a key we have not seen.

Dao et al., FlashAttention (2022). Sec. 3.1.
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Online softmax: un-normalize, add, renormalize

The (j + 1)-th key arrives with score qik
T
j+1.

Lnewi = Li + eqik
T
j+1

Onew
i =

un-normalize⏟⏞⏞⏟
Oi Li +

add⏟ ⏞⏞ ⏟
eqik

T
j+1 vj+1

Lnewi⏞⏟⏟⏞
renormalize

The result is exact, not an approximation.

Dao et al., FlashAttention (2022). Algorithm 1; Theorem 1.
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Online softmax, made safe: the running maximum

Why: ex overflows FP16 (max 65504) once x > 11.1. Subtracting the
max makes every exponent ≤ 0 without affecting the final result.

Mi = maxt≤j qik
T
t (paper: mi ) Li =

∑︂

t≤j

eqik
T
t −Mi

Oi =

∑︁
t≤j e

qik
T
t −Mi vt

Li

Mnew
i = max

(︁
Mi , qik

T
j+1

)︁

Lnewi = Li e
Mi−Mnew

i + eqik
T
j+1−Mnew

i

Onew
i =

Oi Li e
Mi−Mnew

i + eqik
T
j+1−Mnew

i vj+1

Lnewi

Dao et al., FlashAttention (2022). Sec. 3.1.
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From one key to a Br × Bc block
si,j+1 = qik

T
j+1, one score. Sij = QiK

T
j : query block Qi (Br rows) against key block Kj (Bc

rows).

Block size 1 Block Br × Bc
si,j+1

Mi Li

Oi

Two scalars carried per query.

same
rules,

per row
Sij m̃ ℓ̃ Oi

Br

rows

M and L stop being scalars: one entry per query row in the block. Bc keys are
scored at once, so the maximum and the sum are taken along each row. Illustra-
tive tile: Br = 4, Bc = 6; the head width is drawn as 3 columns.
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Now the traffic: Θ(N2d2/M)

Here M is the on-chip SRAM capacity in entries (about 100 KB per thread

block), not the running max Mi .

Each Q block (Θ(M) entries) must see all of K ,V :

traffic = Θ

(︃
Nd

M

)︃

⏞ ⏟⏟ ⏞
#Q blocks

× Θ(Nd)⏞ ⏟⏟ ⏞
K ,V per block

+ Θ(Nd)⏞ ⏟⏟ ⏞
Q in, O out, once

= Θ

(︃
N2d2

M
+ Nd

)︃
= Θ

(︃
N2d2

M

)︃
since M ≤ Nd

Against standard attention’s Θ(Nd + N2): ratio ≈ d2/M, and d2 ≪ M
for d = 64–128 — the 40.3→ 4.4 GB we saw earlier.

Dao et al., FlashAttention (2022). Theorem 2, Proposition 3, Sec. 3.2. The bound is stated there for
FlashAttention-1’s loop order; counted for FlashAttention-2’s, as above, it comes out the same.
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(c) Sparsity of attention is dynamic.

Figure 2: (a) Latency breakdown of the pre-filling stage. (b) How much attention scores can top-k (k=4096)
columns cover in a 128k context. (c) Less attention scores are retrieved when reusing the top-k indices from
another examples, indicating its dynamic nature. Visualizations are based on LLaMa-3-8B with a single A100.

matrix of size 128k × 128k, retaining only the top 4k columns recalls 96.8% of the total attention.
In other words, each token is attending to a limit number of tokens despite the long sequence it is
processing.

On the other hand, although the sparse nature of attention matrices is shared across different inputs,
the exact distributions of sparse pattern are highly dynamic. That is to say, a token at a given position
only attends to a subset of the sequence in self-attention, and the exact tokens it attends to are
highly context-dependent and vary significantly across different prompts. This dynamism has been
mathematically demonstrated in prior studies [LCW21, LCW23]. As depicted in Fig. 2c, if we take
the top 4k columns found in Fig. 2b and apply it on another prompt of 128k, the recall of attention
would drop largely to 83.7%.

2.2 Attention Sparsity Exhibits Patterns

Table 1: Comparison of different sparse patterns.
Patterns A-shape Vertical-Slash Block-Sparse Top-K

Spatial Distribution Static structured Dynamic structured Dynamic structured Dynamic fine-grained
Latency on GPU Low Medium Low High
Time to build the index Zero Small Small High

Although the sparsity distribution of attention matrix is dynamic, previous works [XTC+24,
HWP+24] have shown that they exhibit certain patterns in the two-dimensional space such as
spatial clustering. Through our analysis of long-context prompts of various lengths and tasks, we have
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Figure 3: (a) Visualization of attention weights from different attention heads. For different prompts and
tasks, the pattern of the same head is relatively consistent, but the sparse indices are dynamically changing.(b)
Distance of the top-10 nearest non-zero element in the attention matrix. (c) Attention recall distribution using our
identified patterns, where FLOPs in the kernel refer to the real FLOPs required for sparse attention computing
using on GPUs. Here, a 1x64 block size is used for the Vertical-Slash pattern, and a 64x64 block size is used for
others on GPUs. All visualization are based on LLaMA-3-8B-Instruct-262K [Gra24].

3

1M tokens: ∼30 min to
pre-fill on one A100.

Attention is almost all of
it; the FFN stays flat.

Even with FlashAttention,
still Θ(N2) work for a prompt
of N tokens.

The only way out is to stop computing most of the matrix.

Jiang et al., MInference 1.0 (2024). Fig. 2a (cropped), Sec. 2.1; abstract.
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matrix of size 128k × 128k, retaining only the top 4k columns recalls 96.8% of the total attention.
In other words, each token is attending to a limit number of tokens despite the long sequence it is
processing.

On the other hand, although the sparse nature of attention matrices is shared across different inputs,
the exact distributions of sparse pattern are highly dynamic. That is to say, a token at a given position
only attends to a subset of the sequence in self-attention, and the exact tokens it attends to are
highly context-dependent and vary significantly across different prompts. This dynamism has been
mathematically demonstrated in prior studies [LCW21, LCW23]. As depicted in Fig. 2c, if we take
the top 4k columns found in Fig. 2b and apply it on another prompt of 128k, the recall of attention
would drop largely to 83.7%.
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Table 1: Comparison of different sparse patterns.
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Spatial Distribution Static structured Dynamic structured Dynamic structured Dynamic fine-grained
Latency on GPU Low Medium Low High
Time to build the index Zero Small Small High

Although the sparsity distribution of attention matrix is dynamic, previous works [XTC+24,
HWP+24] have shown that they exhibit certain patterns in the two-dimensional space such as
spatial clustering. Through our analysis of long-context prompts of various lengths and tasks, we have
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Figure 3: (a) Visualization of attention weights from different attention heads. For different prompts and
tasks, the pattern of the same head is relatively consistent, but the sparse indices are dynamically changing.(b)
Distance of the top-10 nearest non-zero element in the attention matrix. (c) Attention recall distribution using our
identified patterns, where FLOPs in the kernel refer to the real FLOPs required for sparse attention computing
using on GPUs. Here, a 1x64 block size is used for the Vertical-Slash pattern, and a 64x64 block size is used for
others on GPUs. All visualization are based on LLaMA-3-8B-Instruct-262K [Gra24].
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,
but only 83.7% on a different prompt.

Sparsity exists but it is dynamic.

Jiang et al., MInference 1.0 (2024). Figs. 2b and 2c (cropped), Sec. 2.1.
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Figure 3: (a) Visualization of attention weights from different attention heads. For different prompts and
tasks, the pattern of the same head is relatively consistent, but the sparse indices are dynamically changing.(b)
Distance of the top-10 nearest non-zero element in the attention matrix. (c) Attention recall distribution using our
identified patterns, where FLOPs in the kernel refer to the real FLOPs required for sparse attention computing
using on GPUs. Here, a 1x64 block size is used for the Vertical-Slash pattern, and a 64x64 block size is used for
others on GPUs. All visualization are based on LLaMA-3-8B-Instruct-262K [Gra24].

3

128k context: the top 4k columns hold 96.4% of the attention mass,
but only 83.7% on a different prompt.

Sparsity exists but it is dynamic.

Jiang et al., MInference 1.0 (2024). Figs. 2b and 2c (cropped), Sec. 2.1.
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Attention is sparse — but not in a fixed place
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Figure 2: (a) Latency breakdown of the pre-filling stage. (b) How much attention scores can top-k (k=4096)
columns cover in a 128k context. (c) Less attention scores are retrieved when reusing the top-k indices from
another examples, indicating its dynamic nature. Visualizations are based on LLaMa-3-8B with a single A100.

matrix of size 128k × 128k, retaining only the top 4k columns recalls 96.8% of the total attention.
In other words, each token is attending to a limit number of tokens despite the long sequence it is
processing.

On the other hand, although the sparse nature of attention matrices is shared across different inputs,
the exact distributions of sparse pattern are highly dynamic. That is to say, a token at a given position
only attends to a subset of the sequence in self-attention, and the exact tokens it attends to are
highly context-dependent and vary significantly across different prompts. This dynamism has been
mathematically demonstrated in prior studies [LCW21, LCW23]. As depicted in Fig. 2c, if we take
the top 4k columns found in Fig. 2b and apply it on another prompt of 128k, the recall of attention
would drop largely to 83.7%.

2.2 Attention Sparsity Exhibits Patterns

Table 1: Comparison of different sparse patterns.
Patterns A-shape Vertical-Slash Block-Sparse Top-K

Spatial Distribution Static structured Dynamic structured Dynamic structured Dynamic fine-grained
Latency on GPU Low Medium Low High
Time to build the index Zero Small Small High

Although the sparsity distribution of attention matrix is dynamic, previous works [XTC+24,
HWP+24] have shown that they exhibit certain patterns in the two-dimensional space such as
spatial clustering. Through our analysis of long-context prompts of various lengths and tasks, we have
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Three shapes keep coming back

categorized such attention sparse patterns into the A-shape, Vertical-Slash (VS), and Block-Sparse
patterns, as shown in Fig. 3a and Fig. 4. Table 1 details the characteristics and differences between
these three patterns.

A-shape pattern The attention weights of these types of heads are concentrated on initial tokens and
local windows [XTC+24, HWP+24], exhibiting relatively higher stability.

Vertical-Slash (VS) pattern The attention weights are concentrated on specific tokens (vertical
lines) [MJ23] and tokens at fixed intervals (slash lines). The positions of vertical and slash lines in
this pattern dynamically change with the context content and exhibit a certain sparsity, making them
difficult to be encompassed by local windows and A-shape patterns.

Block-Sparse pattern This sparsity pattern is the most dynamic, exhibiting a more dispersed distribu-
tion. Despite its dynamism, the attention weights maintain some characteristics of spatial clustering,
which we identify as the block-sparse pattern. We analyzed the distances between non-zero attention
weights and their top-k nearest non-zero neighbors within a 128k prompt as shown in Fig. 3b. The
results indicate that across layers and heads, the distances between nearest non-zero values are
generally concentrated around 5, suggesting a strong spatial clustering of the attention weights.

The point of these three patterns is that we can leverage them to perform highly efficient sparse
computing for the attention matrix in long-context LLMs. In Fig. 3c, we test how efficient is our
indentified patterns retrieving attention scores with limit computing cost on GPU (FLOPs). First,
attention heads are labeled with one of the sparse pattern (detail see §3.2). Then we demonstrate our
patterns are significantly more efficient compared to other sparse methods [RCHG+24, XTC+24,
PPJF24]. Specifically, with the same amount of FLOPs, our patterns achieve a notable higher recall
on attention scores, which can potentially lead to better accuracy. For example, previous Top-K
methods [RCHG+24, XTC+24, PPJF24] struggle with the Block-Sparse pattern as they focus on
specific tokens globally, while our pattern retrieves attention scores more efficiently and accurately.
We example how we use these patterns on long-context LLMs and how we implement optimized
GPU kernels for these patterns in §3.

3 MInference 1.0

Following the analysis in §2, we propose MInference to accelerate the pre-filling stage of long-
context LLMs, consisting of three steps: 1) Offline attention pattern identification for each head; 2)
Dynamic build of sparse indices w.r.t. the pattern; 3) Sparse attention calculation with optimized
GPU kernels.

Dynamic

Λ-shape head vertical-slash head block-sparse head

Approximate
by last q

Sparse 
Calculation

Approximate
by block Matul 

Figure 4: The three sparse methods in MInference.

3.1 Problem Formulation

When accelerating the pre-filling stage of long-context LLMs with sparse attention computing, the
attention matrix can be formulated as follows:

A(M) = Softmax(
1√
d
QK⊤ − c(1−M)), (1)

where Mi,j ∈ {0, 1} represents the dynamic sparse mask for item i, j of the attention matrix. Here, c
is a large constant, such as 1e5, ensuring that the less important attention weights for which Mi,j = 0
have values approaching zero after the softmax, i.e., Ai,j ≈ 0.

4

A-shape (Λ-shape in the
figure) First tokens plus a
local window. Static.

Vertical-Slash
A few whole columns, plus
a few fixed diagonal
offsets.

Block-Sparse
Scattered, but clustered
into blocks.

Dynamic does not mean arbitrary. The surviving mass keeps falling into
one of three spatial patterns.

Jiang et al., MInference 1.0 (2024). Fig. 4 (cropped), Sec. 2.2.
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Pattern per head, indices per prompt

Which pattern? stable per head, decided once, offline.
Which lines? change with the prompt, rebuilt every time.

A-shape Vertical-Slash Block-Sparse Top-k

Spatial distribution static dynamic dynamic dynamic

structured structured structured fine-grained

Latency on GPU low medium low high

Time to build the index zero small small high

Top-k: every row keeps its own k largest scores.

Top-k is what we would want, and it is unusable: scattered single entries
cannot fill a tile.

The three usable patterns have sparsity a kernel can load.

Jiang et al., MInference 1.0 (2024). Fig. 3a, Sec. 2.2; Table 1, Sec. 2.2.
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What has to be found, and what finding it may cost

OFFLINE once

ONLINE every prompt

1. Search
one pattern and one

setting per head

Offline. Once per
model, about 15 min
on one A100.

2. Index
which columns and

which diagonals,
this prompt

Online. Every prompt,
every head. Must be
cheap.

3. Kernel
sparse attention
that is actually

faster

Online. Every prompt,
every head. This is the
payoff.

Step 1 is paid once. Only Steps 2 and 3 cost time per prompt.

Jiang et al., MInference 1.0 (2024). Sec. 3.2.
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MInference, Step 1 of 3
1. Search · 2. Index · 3. Kernel

Step 1

Search
one pattern and one setting per head

OFFLINE
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Step 1: pick one pattern per head, offline
1. Search · 2. Index · 3. Kernel

1. Grid. A hand-picked grid of settings per pattern: A-shape window
sizes; Vertical-Slash (kv , ks), how many vertical and slash lines to
keep; Block-Sparse kb, how many blocks each query block keeps.

2. Match the cost. Adjust each setting i until its FLOPs ti ,
measured inside the GPU kernel, reach a target t:

while | ti − t | > ϵ : change setting i .

3. Pick by quality. On one 30k-token sample, compare each
candidate’s output yi with dense attention’s y and keep the closest:

y = softmax(QKT/
√
d)V , pbest = argmin

i
∥yi − y∥.

∼15 min on one A100, then frozen.

Jiang et al., MInference 1.0 (2024). Algorithm 1, Sec. 3.2; Table 7, Appendix C.2.
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MInference, Step 2 of 3
1. Search · 2. Index · 3. Kernel

Step 2

Index
which columns and diagonals, for this prompt

ONLINE
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Step 2, Block-Sparse: pool, score, keep the top kb
1. Search · 2. Index · 3. Kernel

1. Pool each block of B rows 2. Score blocks, keep the top kb

mean

Q: N × d Q̂: (N/B) × d

K → K̂ the same way
Â = Q̂K̂T: (N/B)2 scores

top kb
the kept-block list,
which the Step 3
kernel walks

Illustrative: B = 4, and the kept blocks are the same set the kernel slide uses later.
The real kernel has block_size = 64 and kb = 100.

Pool first, then choose the top-kb blocks — and not the reverse, as
scoring all of QKT first gives the same block scores at B2× the cost.

Jiang et al., MInference 1.0 (2024). Algorithm 3, Sec. 3.3; Appendix D.2.
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Step 2, Vertical-Slash: the example we will carry
1. Search · 2. Index · 3. Kernel
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vertical line
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slash line
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on both

causal, but skipped

Jiang et al., MInference 1.0 (2024). Sec. 2.2. Toy example.
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Step 2, Vertical-Slash: the lines, from 64 rows not N
1. Search · 2. Index · 3. Kernel

Score the last last_q rows only

Â
4 × 24 drawn here;
64 × N in the ker-
nel.

0 5 10 15 20c

column sums ⇒
iv = [2, 9, 13]

0 5 10 15 20d

diagonal sums ⇒
is = [0, 2, 9]

Bar heights are illustrative: only which three bars win is meant to be read off.

Â = softmax
(︁
Q[−64:]KT/

√
d +mcausal

)︁
, with mcausal the causal mask.

Cost O(last q · N · d) for last q = 64: linear in N.

Measured overhead 5–15% of attention time, and the index
stays under 160MB for LLaMA-3-8B at 1M context.

Jiang et al., MInference 1.0 (2024). Algorithm 2, Sec. 3.3; Appendix D.2.
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iv = [2, 9, 13]

0 5 10 15 20d

diagonal sums ⇒
is = [0, 2, 9]

Bar heights are illustrative: only which three bars win is meant to be read off.

Â = softmax
(︁
Q[−64:]KT/

√
d +mcausal

)︁
, with mcausal the causal mask.

Cost O(last q · N · d) for last q = 64: linear in N.

Measured overhead 5–15% of attention time, and the index
stays under 160MB for LLaMA-3-8B at 1M context.
Jiang et al., MInference 1.0 (2024). Algorithm 2, Sec. 3.3; Appendix D.2.
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Step 2, A-shape: no index to build
1. Search · 2. Index · 3. Kernel

Keep the first few tokens, plus a local window around each query.

That rule depends only on where a token sits, never on what the prompt
says, so the kept cells are the same for every prompt.

Nothing to estimate: no index cost, fixed once offline.

Jiang et al., MInference 1.0 (2024). Sec. 3.2; Table 1, Sec. 2.2; Appendix D.2.
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MInference, Step 3 of 3
1. Search · 2. Index · 3. Kernel

Step 3

Kernel
sparse attention that is actually faster

ONLINE
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Step 3, Block-Sparse: a one-line change to FlashAttention
1. Search · 2. Index · 3. Kernel

Steps 1 and 2 chose what to skip. Nothing is faster yet.
Dense causal Block-sparse

visits every block visits only the kept blocks

skip the rest

One tile is one block of attention scores. Which tiles the inner loop visits changes;
the work inside each tile does not.

The inner loop visits only the blocks Step 2 kept. The online softmax
mechanism is unchanged.

Jiang et al., MInference 1.0 (2024). Appendix C.4.1; FlashAttention-2, Algorithm 1.
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Step 3, Vertical-Slash: the example, again
1. Search · 2. Index · 3. Kernel

Same kernel idea as Block-Sparse — walk a list of tiles, never the whole
grid. What is hard here is only which tiles: this mask does not line up
with them.

0 5 10 15 20
0

5

10

15

20

qu
er

y
in

de
x

r

key index c

The amber outline is row block 5, rows
16–19. Every later picture zooms into
it.

Colours

vertical line
columns 2, 9, 13

slash line
offsets d = r − c: 0, 2, 9

on both

causal, but skipped

Jiang et al., MInference 1.0 (2024). Sec. 2.2. Toy example.
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Step 3, Vertical-Slash: split the row block in two
1. Search · 2. Index · 3. Kernel

Row block 5 (rows 16–19): all 24 key columns

16
17
18
19

0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23

Column 9 is amber, both: the run 7–10 already covers it.

Every row block splits the same way. Now all six:

Jiang et al., MInference 1.0 (2024). Appendix C.4.2. Toy example.
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Step 3, Vertical-Slash: what the kernel actually loads
1. Search · 2. Index · 3. Kernel

the mask we want what the kernel loads

Black box: a loaded window. Grey: loaded, then masked. Pale green: a vertical no
window reaches.

Black boxes: ordinary block-sparse tiles. Pale green: left over.
Not exact, a superset: all high-mass attention covered.

Jiang et al., MInference 1.0 (2024). Algorithm 5, Appendix C.4.2. Toy example.
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Step 3, Vertical-Slash: the gather
1. Search · 2. Index · 3. Kernel

Row block 5: columns 2 and 13 left. PIT (permutation-invariant
transformation) packs them into one tile.

K, V in HBM row block 5, on chip

key 2

key 13

Q5 K V O5

2 13 spare slots: padding

rows 16–19

Padded slots score −∞ and add nothing. Illustrative: B = 4.

Position-blind inner loop: same kernel, no new code.

Jiang et al., MInference 1.0 (2024). Algorithm 5, Appendix C.4.2; PIT (Zheng et al., 2023). Toy example.
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Step 3, A-shape: either kernel could run it
1. Search · 2. Index · 3. Kernel

The block list, for every row block i

1

2

3

4

5

6

First g tokens plus a local band of width w, computed on the fly: no index buffer.
Illustrative: g = w = 4 (paper: 1024 and 4096).

Either kernel style runs this mask.

Jiang et al., MInference 1.0 (2024). Sec. 3.3; Appendix C.4.1–C.4.2.
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Step 3, A-shape: either kernel could run it
1. Search · 2. Index · 3. Kernel

The block list, for every row block i

1

2

3

4

5

6

First g tokens plus a local band of width w, computed on the fly: no index buffer.
Illustrative: g = w = 4 (paper: 1024 and 4096).

Either kernel style runs this mask.

Jiang et al., MInference 1.0 (2024). Sec. 3.3; Appendix C.4.1–C.4.2.
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The quality survives — and the dynamism earns its keep

InfiniteBench: 10 real tasks at ∼214k tokens (QA, summaries, code, retrieval).
RULER: 13 synthetic tasks, rebuilt at each length.
InfLLM: keeps a local window, and retrieves distant context blocks from a memory.

InfiniteBench RULER avg., % at length

LLaMA-3-8B-262K avg. 32K 64K 128K

Full attention 38.2 80.8 77.4 72.2

StreamingLLM ( = A-shape) 23.8 17.2 14.2 9.4

InfLLM 34.8 55.6 43.0 39.5

MInference 38.8 85.0 82.3 77.6

Above dense at every length, and the gap widens with length.

Jiang et al., MInference 1.0 (2024). Tables 2 and 3, Sec. 4.2.
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The kernel speedup is real, index cost included
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Figure 10: The latency breakdown of a single attention kernel for three patterns and FlashAttention [Dao24]
across different context windows in a single A100, including the index time for dynamic sparse approximation
and building dynamic sparsity. At 10k tokens, the latency of the four kernels is very close and all are less than
1ms. At 1M tokens, the latency for A-shape is 164ms.

The estimation and index-building time for the dynamic sparse pattern accounts for approximately
5%-15% and 25% of the total time for Vertical-Slash and Block-Sparse patterns, respectively. The
index-building overhead is higher for Block-Sparse mainly due to the time-consuming MeanPooling
and block-level matmul computations. Additionally, the memory overhead for sparse indexing is
relatively small, remaining within 160MB for a LLaMA-3-8B model in 1M context.

D.3 Additional Ablation Study

Table 8: Performance of different ablation methods using LLaMA-3-8B-Instruct-262K on In-
finiteBench [ZCH+24]. It is important to note that due to kernel limitations, we must retain at least one
vertical and one slash. Therefore, "ours w/ only vertical" retains the top-1 slash, and "ours w/ only slash" retains
the top-1 vertical.
Methods En.Sum En.QA En.MC En.Dia Zh.QA Code.Debug Math.Find Retr.PassKey Retr.Num Retr.KV Avg.

Ours 20.5 12.9 65.9 7.5 12.5 22.3 33.1 100.0 100.0 12.8 38.8
Ours w/ only vertical 13.7 6.2 30.1 2.0 6.5 7.9 1.7 65.4 52.7 0.0 18.6
Ours w/ only slash 18.4 11.5 60.1 3.0 11.4 22.1 28.4 100.0 100.0 4.2 35.9

To further analyze the role of dynamic vertical and slash lines in the Vertical-Slash pattern for sparse
computation, we introduce a new set of ablation studies as follows: 1) Ours w/ only vertical, which
only uses vertical lines and the top-1 slash line in Vertical-Slash pattern. 2) Ours w/ only slash, which
only uses slash lines and the top-1 vertical line in Vertical-Slash pattern. The corresponding top-K
quantities are set after converting based on FLOPs in kernel.

As shown in Table 8, using only vertical lines results in a significant performance drop, especially in
retrieval tasks, where performance is similar to only using block-sparse. In contrast, using only slash
lines retains most of the performance, but in highly dynamic tasks such as KV retrieval, performance
further decreases, with an average performance drop of 2.9% compared to Ours.

E Pattern Distribution

Fig. 11 shows the distribution of the optimal head configuration obtained through our search. Firstly,
most of the patterns are the Vertical-Slash pattern (>90%). However, according to the ablation study,
using only the Vertical-Slash pattern significantly impacts performance in highly dynamic tasks like
KV retrieval. Secondly, the Block-Sparse pattern is primarily distributed in several intermediate to
later layers, while the A-shape pattern is found in the middle layers. Although the optimal patterns
vary slightly across different models, they generally align with these observations.

Additionally, we used the same configuration for two versions of LLaMA in our experiments, and the
results show that the 1M model also performs very well, with nearly perfect results in the Needle In
A Haystack task. This demonstrates the generalizability of the optimal sparse pattern.

22

One attention kernel, one A100; note the broken y-axis above 100ms.
FlashAttention-2: the dense baseline, part 1’s algorithm better parallelised.

Every bar includes its own index build — 5–20% of the total across
patterns.

Jiang et al., MInference 1.0 (2024). Fig. 10 (cropped) and Fig. 12, Appendix D.2.

CS6013 Seminar Sparse Attention (Prefill) 42/144

https://arxiv.org/abs/2407.02490


The kernel speedup is real, index cost included

500
1000
1500

10K 100K 200K 300K 400K 500K 600K 700K 800K 900K 1M
Context Windows

0

20

40

60

80

100

La
te

nc
y(

m
s)

A-shape
Vertical-Slash
Vertical-Slash Index

Block-Sparse
Block-Sparse Index

FlashAttention-2
InfLLM

Figure 10: The latency breakdown of a single attention kernel for three patterns and FlashAttention [Dao24]
across different context windows in a single A100, including the index time for dynamic sparse approximation
and building dynamic sparsity. At 10k tokens, the latency of the four kernels is very close and all are less than
1ms. At 1M tokens, the latency for A-shape is 164ms.

The estimation and index-building time for the dynamic sparse pattern accounts for approximately
5%-15% and 25% of the total time for Vertical-Slash and Block-Sparse patterns, respectively. The
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only uses vertical lines and the top-1 slash line in Vertical-Slash pattern. 2) Ours w/ only slash, which
only uses slash lines and the top-1 vertical line in Vertical-Slash pattern. The corresponding top-K
quantities are set after converting based on FLOPs in kernel.

As shown in Table 8, using only vertical lines results in a significant performance drop, especially in
retrieval tasks, where performance is similar to only using block-sparse. In contrast, using only slash
lines retains most of the performance, but in highly dynamic tasks such as KV retrieval, performance
further decreases, with an average performance drop of 2.9% compared to Ours.

E Pattern Distribution

Fig. 11 shows the distribution of the optimal head configuration obtained through our search. Firstly,
most of the patterns are the Vertical-Slash pattern (>90%). However, according to the ablation study,
using only the Vertical-Slash pattern significantly impacts performance in highly dynamic tasks like
KV retrieval. Secondly, the Block-Sparse pattern is primarily distributed in several intermediate to
later layers, while the A-shape pattern is found in the middle layers. Although the optimal patterns
vary slightly across different models, they generally align with these observations.

Additionally, we used the same configuration for two versions of LLaMA in our experiments, and the
results show that the 1M model also performs very well, with nearly perfect results in the Needle In
A Haystack task. This demonstrates the generalizability of the optimal sparse pattern.
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Thirty minutes to three

MInference 1.0: Accelerating Pre-filling for
Long-Context LLMs via Dynamic Sparse Attention

Huiqiang Jiang†, Yucheng Li♢†, Chengruidong Zhang†, Qianhui Wu, Xufang Luo,
Surin Ahn, Zhenhua Han, Amir H. Abdi, Dongsheng Li, Chin-Yew Lin, Yuqing Yang, Lili Qiu

Microsoft Corporation, ♢University of Surrey
{hjiang,chengzhang,yuqyang}@microsoft.com,yucheng.li@surrey.ac.uk

Abstract

The computational challenges of Large Language Model (LLM) inference remain
a significant barrier to their widespread deployment, especially as prompt lengths
continue to increase. Due to the quadratic complexity of the attention computation,
it takes 30 minutes for an 8B LLM to process a prompt of 1M tokens (i.e., the
pre-filling stage) on a single A100 GPU. Existing methods for speeding up pre-
filling often fail to maintain acceptable accuracy or efficiency when applied to
long-context LLMs. To address this gap, we introduce MInference (Million-
tokens Inference), a sparse calculation method designed to accelerate pre-filling
of long-sequence processing. Specifically, we identify three unique patterns in
long-context attention matrices—the A-shape, Vertical-Slash, and Block-Sparse—
that can be leveraged for efficient sparse computation on GPUs. We determine
the optimal pattern for each attention head offline and dynamically build sparse
indices based on the assigned pattern during inference. With the pattern and
sparse indices, we perform efficient sparse attention calculations via our optimized
GPU kernels to significantly reduce the latency in the pre-filling stage of long-
context LLMs. Our proposed technique can be directly applied to existing LLMs
without any modifications to the pre-training setup or additional fine-tuning. By
evaluating on a wide range of downstream tasks, including InfiniteBench, RULER,
PG-19, and Needle In A Haystack, and models including LLaMA-3-1M, GLM-
4-1M, Yi-200K, Phi-3-128K, and Qwen2-128K, we demonstrate that MInference
effectively reduces inference latency by up to 10× for pre-filling on an A100, while
maintaining accuracy. Our code is available at https://aka.ms/MInference.
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Figure 1: Attention weights, especially in long-context LLMs, exhibit up to 96.8% sparsity in contexts of 128K.
We propose MInference, leveraging dynamic sparse attention to accelerate the pre-filling stage of long-context
LLM inference. It achieves up to 10x speedup for 1M contexts on a single A100, as shown in (b), and matches
or surpasses baselines, as demonstrated by Needle In A Haystack [Kam23] in (a) on LLaMA-3-8B-1M [Gra24].

†Equal contribution. ♢Work during internship at Microsoft.

38th Conference on Neural Information Processing Systems (NeurIPS 2024).
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30 min → 3 min for a 1M-token
prompt, with no fine-tuning and
no change to the model.

Next: Siddharth on SpargeAttention.

Jiang et al., MInference 1.0 (2024). Fig. 1b (cropped), Sec. 4.2.
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long-context LLMs. To address this gap, we introduce MInference (Million-
tokens Inference), a sparse calculation method designed to accelerate pre-filling
of long-sequence processing. Specifically, we identify three unique patterns in
long-context attention matrices—the A-shape, Vertical-Slash, and Block-Sparse—
that can be leveraged for efficient sparse computation on GPUs. We determine
the optimal pattern for each attention head offline and dynamically build sparse
indices based on the assigned pattern during inference. With the pattern and
sparse indices, we perform efficient sparse attention calculations via our optimized
GPU kernels to significantly reduce the latency in the pre-filling stage of long-
context LLMs. Our proposed technique can be directly applied to existing LLMs
without any modifications to the pre-training setup or additional fine-tuning. By
evaluating on a wide range of downstream tasks, including InfiniteBench, RULER,
PG-19, and Needle In A Haystack, and models including LLaMA-3-1M, GLM-
4-1M, Yi-200K, Phi-3-128K, and Qwen2-128K, we demonstrate that MInference
effectively reduces inference latency by up to 10× for pre-filling on an A100, while
maintaining accuracy. Our code is available at https://aka.ms/MInference.
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Figure 1: Attention weights, especially in long-context LLMs, exhibit up to 96.8% sparsity in contexts of 128K.
We propose MInference, leveraging dynamic sparse attention to accelerate the pre-filling stage of long-context
LLM inference. It achieves up to 10x speedup for 1M contexts on a single A100, as shown in (b), and matches
or surpasses baselines, as demonstrated by Needle In A Haystack [Kam23] in (a) on LLaMA-3-8B-1M [Gra24].
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End-to-end pre-fill, LLaMA-3-8B, one A100.

Context Speedup

100k 1.8×
300k 4.1×
500k 6.8×
1M 10×

30 min → 3 min for a 1M-token
prompt, with no fine-tuning and
no change to the model.

Next: Siddharth on SpargeAttention.

Jiang et al., MInference 1.0 (2024). Fig. 1b (cropped), Sec. 4.2.
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Why SpargeAttention after MInference?

MInference shows that structured sparsity can make long-context prefill
practical. Its results also expose the central trade-off: the mask must be
cheap while preserving the interactions that matter.

At 50% sparsity, WikiText perplexity rises from 6.013 to 10.631; the less
aggressive setting reduces that gap but also reduces speed.

Patterns also
differ across language, image, and video models. SpargeAttention
therefore targets a training-free selector that adapts to each input
with little prediction overhead.

Comparison reproduced from Zhang et al., SpargeAttention (ICML 2025), Table 1. Motivation: Zhang et al.,
SpargeAttention (ICML 2025), Secs. 1–2.
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Sparse attention needs a useful mask at low overhead

Dense attention forms

P = softmax

(︃
QKT

√
d

)︃
, O = PV .

Softmax often drives many entries
of P close to zero. Sparse
attention exploits this in two steps:

predict important entries

⇓
compute only those entries

The mask must cost much less
than the work it removes.

Existing masks fall into three broad
families:

Pattern based: predefined structures
such as windows or sinks.

Dynamic: construct the mask from the
current input.

Training based: train with native sparse
attention.

Universality. Task-specific patterns do
not transfer reliably across models and
modalities.

Usability. Accurate prediction can be
expensive; cheap prediction can miss
important regions. Some dynamic
methods become worthwhile only at very
long sequences.

Sparse-attention categories and limitations: Zhang et al., SpargeAttention (ICML 2025), Secs. 1–2.
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SpargeAttention1 uses three complementary techniques

1 Selective block
prediction

Compress only
internally similar blocks
to one representative,
build a coarse attention
map, and retain the
block pairs with high
predicted mass.

Goal: universality
and accuracy

2 Sparse warp
online softmax

During the tiled kernel,
compare local and
running maxima to
omit value updates
whose softmax weights
are already negligible.

Goal: more skipped
work

3 Quantized
implementation

Apply the same sparse
decisions inside the
8-bit SageAttention
kernel. Quantization
supplies an additional
implementation
speedup.

Supporting
optimization

Method overview: Zhang et al., SpargeAttention (ICML 2025), Sec. 1.
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FlashAttention tiles define the unit of sparsity

FlashAttention streams one (Qi ,Kj ,Vj) block tuple through each
inner-loop iteration. SpargeAttention keeps that layout and predicts one
bit per tile.

KT, V K1, V1 K2, V2 K3, V3 K4, V4 K5, V5

Q

Q1

Q2

Q3

Q4

1 1 0 0 0

1 0 0 1 0

1 1 0 1 0

1 0 0 1 0

1: compute tile

QiK
T
j and P̃ijVj

0: skip tile
both GEMMs are omitted

FlashAttention streams one (Qi, Kj , Vj) tile at a time.
SpargeAttention preserves that loop and adds the block mask Mg .

Mg [i , j ] = 0 =⇒ skip QiK
T
j and ˜︁PijVj .

Tiled formulation, selective blocks, and fix blocks: Zhang et al., SpargeAttention (ICML 2025), Secs. 3.1–3.2
and Figs. 3–4.
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FlashAttention tiles define the unit of sparsity

Neighboring tokens often form coherent bands inside query and key blocks. A
high-similarity block can therefore use one representative token; a
heterogeneous block is always computed.

Compress selective blocks; protect non-self-similar fix blocks.

Tiled formulation, selective blocks, and fix blocks: Zhang et al., SpargeAttention (ICML 2025), Secs. 3.1–3.2
and Figs. 3–4.
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Mean pooling gives a cheap block-level proxy

Split Q and K into blocks Qi and Kj .
Replace each candidate block by its
mean:

qi = mean(Qi , axis = 0),

kj = mean(Kj , axis = 0).

Then compute one score per block
pair:

ˆ︁S = qkT, ˆ︁Pi = softmax(ˆ︁Si ).

The proxy only ranks candidate
tiles. The selected tiles still use exact
token-level attention.

Q K

mean

Q̄ ̄K ̂P

block
mask

Compressed block prediction: Zhang et al., SpargeAttention (ICML 2025), Sec. 3.2.
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Self-similarity decides whether the mean is trustworthy

A block mean is reliable only when its
tokens are internally coherent.
SpargeAttention measures

CosSim(X ) = mean

(︃
XXT

|max(XXT)|

)︃
.

Using threshold θ:

sQi = CosSim(Qi ), sKj = CosSim(Kj).

s ≥ θ : selective block, s < θ : fix block.

Fix blocks bypass the approximation
and are always computed.

high c(B)

centroid ū

low c(B)

centroid ū

Self-similarity judge and fix blocks: Zhang et al., SpargeAttention (ICML 2025), Sec. 3.2 and Algorithm 1.
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TopCDF: keep enough predicted mass

For each proxy row ˆ︁Pi , sort the values
and retain the smallest descending
prefix whose cumulative mass reaches
τ :

MCDF[i , :] = TopCdf(ˆ︁Pi , τ).

Equivalently,

min
S⊆[n]

|S | s.t.
∑︂

j∈S

ˆ︁pj ≥ τ.

τ directly controls the predicted mass
that the block mask preserves.

0.29 0.21 0.17 0.12 0.08 0.06 0.04 0.03

sorted proxy probabilities

τ

kτ=4: smallest prefix reaching τ

TopCDF mask construction: Zhang et al., SpargeAttention (ICML 2025), Sec. 3.2.
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Stage 1 constructs a conservative block mask

1. Compress and judge

qi = mean(Qi , axis = 0), sQi = CosSim(Qi ),

kj = mean(Kj , axis = 0), sKj = CosSim(Kj ).

2. Predict and select

ˆ︁Sij = qik
T
j ,

ˆ︁S[:, j] = −∞ if sKj < θ,

ˆ︁P[i ] = softmax(ˆ︁S[i ]),
Mg [i , :] = TopCdf(ˆ︁P[i ], τ).

3. Protect every fix block

Mg [i , :] = 1 if sQi < θ, Mg [:, j] = 1 if sKj < θ.

Only selective–selective block pairs may be set to zero.

Prediction equations and fix-block rules: Zhang et al., SpargeAttention (ICML 2025), Sec. 3.2 and Algorithm
1.
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Two online filters remove different work

Filter 1: block mask

Apply Mg directly in the
FlashAttention inner loop:

Mg [i , j] = 0 ⇒
skip QiK

T
j ,

skip ˜︁PijVj .

A rejected tile avoids both GEMMs.

Filter 2: sparse warp online softmax

mlocal = rowmax(Sij ),

mij = max(mi,j−1,mlocal),˜︁Pij = eSij−mij .

max(mlocal −mij ) < λ < 0 =⇒ ˜︁Pij ≈ 0.

Hence Oij ≈ Oi,j−1; the warp skips ˜︁PijVj

only.

First-stage masking and sparse warp online softmax: Zhang et al., SpargeAttention (ICML 2025), Secs. 3.3–
3.4 and Fig. 3.
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Quantization and sparsity compose inside one kernel

SageAttention changes the arithmetic used by each attention tile;
SpargeAttention changes which tile operations execute. The
implementation combines them by adding two checks to the existing
inner loop:

1. Before the tile computation: if Mg [i , j ] = 0, skip the entire
inner-loop iteration.

2. Before the output update: if the warp-level max gap is below λ,
skip only ˜︁PijVj for that warp.

quantized tile arithmetic + two sparse decisions

The mask construction and online-softmax logic remain the conceptual
contribution; the quantized kernel provides an additional implementation
speedup.

SageAttention integration and kernel checks: Zhang et al., SpargeAttention (ICML 2025), Sec. 3.5 and
Algorithm 1.
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Full SpargeAttention1 algorithm

Blue lines construct and apply the two sparse filters. Quantized arithmetic
remains inside the retained tiles.

Algorithm 1 reproduced from Zhang et al., SpargeAttention (ICML 2025), Sec. 3.
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SpargeAttention1 results

Llama3.1: 708.1 speed at 0.54
sparsity

CogVideoX: 507.9 speed with
CLIP-T 0.9974

Original Table 1 excerpt: Zhang et al., SpargeAttention (ICML 2025), Sec. 4.2. Arrows indicate metric
direction.
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Why SpargeAttention2?

SpargeAttention1 keeps the pretrained model fixed, so its sparse mask
must remain conservative. At more aggressive sparsity, the same
training-free strategy can lose important attention mass.

Mask limitation

The 89% sparse result is faster,
but the reported generation
metrics collapse.

SpargeAttention2

Adapt the model so a much
smaller support can preserve the
dense model’s behavior.

Motivation and full-attention comparison: Zhang et al., SpargeAttention2 (2026), Sec. 1 and Fig. 1.
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Sparse-attention error has two components

For one dense attention row p and binary
mask m, define the retained mass

r = (p ⊙m)1T, o = pV ,

os =
p ⊙m

r
V .

Add and subtract p ⊙m:

o − os =
[︂

p ⊙ (1−m)⏞ ⏟⏟ ⏞
dropped contribution

+

(︃
1− 1

r

)︃
(p ⊙m)⏞ ⏟⏟ ⏞

renormalization shift

]︂
V .

A safe mask must retain enough mass
and avoid an extreme renormalization.

dense row p

dropped mass

renormalization

e

two error terms

Sparse-attention error decomposition, Eq. (8): Zhang et al., SpargeAttention2 (2026), Sec. 3.1.
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Top-k and Top-p fail in complementary regimes

P distribution Top-k Top-p Hybrid

Uniform 0.4150 0.3726 0.3707
Skewed 0.1664 0.2160 0.1671

Uniform attention

A fixed k can retain too little total
mass when probability is spread
across many entries.

Skewed attention

Top-p may stop after an attention
sink reaches the threshold, leaving
too little support diversity.

Combined rule

Top-p protects retained mass, while
Top-k protects support.

Uniform and skewed attention analysis: Zhang et al., SpargeAttention2 (2026), Sec. 3.2, Fig. 2 and Table 1.
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Hybrid Top-k+Top-p protects mass and support

First form the pooled block-level proxy

P̄ = softmax

(︃
pool(Q) pool(K )T√

d

)︃
.

For every row, retain the union of the two selections:

M̄ij = 1⇐⇒ j ∈ Top-k(P̄i,:) ∪ Top-p(P̄i,:).

Therefore

|Shybrid| ≥ kmin,
∑︂

j∈Shybrid

P̄ij ≥ p0, khybrid = max(kmin, kp).

Top-k supplies a support floor; Top-p supplies a retained-mass floor.

Hybrid masking rule, Eq. (9): Zhang et al., SpargeAttention2 (2026), Sec. 4.1.
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Sparse fine-tuning concentrates attention

Observed effect

Fine-tuning concentrates
probability on fewer entries.
The reported sparsity increases
while the sparse-attention L1
error decreases.

From Eq. (8), more retained
mass reduces both the dropped
contribution and the
renormalization shift.

Fine-tuning concentrates attention and reduces sparse error: Zhang et al., SpargeAttention2 (2026), Sec. 3.2
and Table 2.
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Velocity distillation preserves the dense model’s function

Wan-style video models use flow matching.
The model predicts the velocity that
moves a noisy latent toward the clean
video latent:

xt = tx1 + (1− t)x0, vt = x1 − x0.

Ordinary training fits the sampled video
target:

LFM = E∥uθ(xt , c, t)− vt∥2.

A small fine-tuning distribution can move
the model away from its pretrained
behavior. SpargeAttention2 freezes the
dense teacher and uses

LVD = E∥usparse(xt , c, t)− ufull(xt , c, t)∥2.

teacher distribution
fine-tune distribution

data-fitting can move the target away from pretrained behavior

distill
function

Flow matching and velocity distillation: Zhang et al., SpargeAttention2 (2026), Secs. 2.3 and 4.2.
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SpargeAttention2 algorithm

A. Sparse attention operator

1. Tile Q into {Qi} and K ,V into
{Kj ,Vj}.

2. Pool every block and compute

P̄ = softmax

(︃
pool(Q) pool(K)T√

d

)︃
.

3. Build the hybrid mask

M̄ = TopK(P̄) ∨ TopP(P̄).

4. In the FlashAttention loop,
compute only tiles with
M̄[i , j ] = 1.

B. Adaptation by velocity
distillation

1. Copy the dense weights to the
sparse student and freeze the
dense teacher.

2. Sample (x1, c), noise x0, and t,
then construct
xt = tx1 + (1− t)x0.

3. Evaluate ufull(xt , c, t) and
usparse(xt , c, t) on the same
input.

4. Update only the sparse student
by minimizing

LVD = ∥usparse − ufull∥2.

Hybrid masking controls inference; velocity distillation controls adaptation.

SpargeAttention2 Algorithms 1 and 2: Zhang et al., SpargeAttention2 (2026), Sec. 4.3.
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SpargeAttention2 results

95% sparsity and 157
s attention time

650 s end-to-end,
versus 3043 s dense

IQ 69.08 and VQA-t
87.48

Original Table 5, Wan2.1-14B at 720p, reproduced verbatim: Zhang et al., SpargeAttention2 (2026), Sec.
5.2.
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Sparge1 adapts computation; Sparge2 adapts the model

SpargeAttention 1

fixed model

conservative block mask

uncertain tiles stay dense

SpargeAttention 2

aggressive sparse mask

model adapts to support

distillation preserves behavior

SpargeAttention 1
fixed model ⇒ conservative sparse
computation

▶ compress only trusted blocks;

▶ TopCDF preserves predicted
mass;

▶ uncertain blocks are computed
exactly;

▶ online-softmax gap removes
negligible PV .

SpargeAttention 2
aggressive sparsity ⇒ train model
to preserve behavior

▶ hybrid Top-k+Top-p protects
mass and support;

▶ training concentrates attention
onto sparse support;

▶ velocity distillation preserves
dense model dynamics.

Synthesis of Zhang et al., SpargeAttention (ICML 2025)and Zhang et al., SpargeAttention2 (2026).
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Sparse VideoGen2

A training-free method for accelerating video diffusion transformers.

Compare the corresponding dense and SVG2 frames in each pair.

Can we preserve the video while computing fewer interactions?

Yang et al., Sparse VideoGen2 (2025). Appendix A, Fig. 9 (two examples, cropped). CC BY 4.0.
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An oracle reveals the opportunity

Long Video Generation and Caching-Based Acceleration Minute-level long video generation
poses new challenges in the field of video generation in both quality and efficiency. CausVid [46]
and Self-Forcing [47] distill a bidirectional diffusion model to an autoregressive one to leverage the
efficiency of KV cache. LongLive [48] achieves multi-prompt minute-level video generation with KV
cache refreshing. Framepack [49] compressed the token number within frames to reduce the sequence
length. RifleX [50] and Freelong [51] extend the video generation length by context extrapolation in
a training-free manner. RadialAttention [52], VMOBA [53], Mixture-of-Context [54], and VSA [55]
adopt sparse attention in long-context fine-tuning to reduce the training overhead. Caching-based
methods [56, 57, 58, 59, 60] optimized the efficiency by utilizing the redundancy between timesteps
and classifier-free guidance (CFG). These lines of research is orthogonal to our sparse attention
method, and can be integrated to achieve higher speedup.

3 Motivation

3.1 Attention in DiTs is Inherently Sparse

Attention operation in DiTs is costly. During each denoising step, DiTs transform the input
activations with hidden dimension d into Query (Q), Key (K), and Value (V ) tensors, followed by a
self-attention operation to produce the final output O [61]:

O = P × V, P = softmax
(
QK⊤
√
d

, dim = −1
)

where the attention score P captures the relationship among tokens However, computing P has
a quadratic complexity relative to the sequence length. State-of-the-art DiTs typically process
thousands of tokens per frame across multiple frames, creating a significant performance bottleneck.
E.g., generating a 33-frame video using HunyuanVideo-T2V-13B requires over 80% of the total
end-to-end time to be spent on the attention alone [4, 8].

Attention operation in DiTs is highly sparse. Fortunately, attention is inherently sparse, where only
a small subset of computations significantly contributes to the final output. This sparsity arises from
the characteristics of the softmax function, where a few largest values in Q ×K⊤ dominate the
attention score P , which in turn dictates the final weighted output P × V [6, 11].
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Figure 3: Comparison of attention recall ver-
sus density (i.e., number of sparse compu-
tation normalized by total computation) for
the oracle policy, SVG, and SpargeAttention.
Notably, the significant gap between the or-
acle policy and existing methods highlights
the potential for improvement.

To quantitatively assess this sparsity, we collect attention
maps from Wan2.1-I2V-14B video generation and visu-
alize the average recall of attention scores under varying
computational budgets, defined by the number of critical
K tokens. Specifically, the critical tokens are selected
following an oracle policy, where tokens are ranked in
descending order based on their attention scores. This
approach illustrates the upper bound of achievable recall
under a constrained computational budget.

As depicted in Figure 3, the attention is highly sparse,
where only 13% of the computations (i.e., the percentage
of attention map retained in the sparse attention) are suffi-
cient to achieve an attention recall of 95%, maintaining a
near-lossless PSNR of 27 while providing up to 2× theo-
retical end-to-end speedup. This observation highlights an
opportunity to leverage the trade-off between generation
quality and computational efficiency.

3.2 Existing Sparse Attention Fails to Match the Oracle Policy

Despite the potential of sparsity in reducing computational cost, directly adopting the oracle policy is
impractical. This is because identifying critical tokens requires calculating the full attention scores
P by Q × K, thus providing no actual speedup. To achieve practical efficiency, state-of-the-art
approaches [9, 10] implement a coarse-grained identification strategy. Specifically, they cluster
consecutive tokens into large blocks and calculate attention scores at the block level, providing an

4

Wan 2.1 image-to-video attention maps.
Left: less attention work. Up: more mass
retained.

13% work
can retain about
95% mass
under the paper’s oracle
selection.

The obstacle
Finding that oracle mask
already requires full attention.

SVG2 needs a cheap estimate of which interactions matter.

Yang et al., Sparse VideoGen2 (2025). Sec. 3.1, Fig. 3 (cropped). Recall = retained attention mass. CC
BY 4.0.
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Semantic-aware permutation

Yang et al., Sparse VideoGen2 (2025). Secs. 4.1–4.2. CC BY 4.0.
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Centroids make selection inexpensive

One centroid represents each cluster:

q̄i =
1

|Qi |
∑︂

q∈Qi

q, k̄j =
1

|Kj |
∑︂

k∈Kj

k.

Full scores
QKT

NQ × NK token pairs

Centroid scores
sij = q̄i k̄

T
j /
√
d

CQ × CK cluster pairs

The paper uses 200 query clusters and 1000 key clusters:

Only 200,000 proxy scores per head, instead of all token pairs
(14000x14000).

Yang et al., Sparse VideoGen2 (2025). Secs. 4.1–4.2, 5.1. Centroids approximate scores for selecting
cluster pairs.
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Cluster size changes attention mass

All 8 keys have logit 0, so each gets mass 1/8.
Cluster A: 2 keys Cluster B: 6 keys

1
8

1
8

1
8

1
8

1
8

1
8

1
8

1
8

2 × 1
8 = 1

4 6 × 1
8 = 3

4

A: 25% B: 75%
Equal centroid logits do not imply equal total cluster mass.

The proxy accounts for the number of keys in each cluster:

ˆ︁Pij =
|Kj | esij∑︁
ℓ |Kℓ| esiℓ

.

Yang et al., Sparse VideoGen2 (2025). Sec. 4.2, Eq. 2. Equal-logit toy example. sij is the centroid score.
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Better grouping improves the quality–density trade-off

SVG2 is semantic-aware permutation, which clusters and reorders tokens based on
semantic similarity using k-means. This approach ensures both a precise cluster
representation, improving identification accuracy, and a densified layout of critical
tokens, enabling efficient computation without padding. Additionally, SVG2
integrates top-p dynamic budget control and customized kernel implementations,
achieving up to 2.30× and 1.89× speedup while maintaining a PSNR of up to 30
and 26 on HunyuanVideo and Wan 2.1, respectively. Our code is open-sourced at
https://github.com/svg-project/Sparse-VideoGen.

1 Introduction
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Figure 2: Trade-off curves between gen-
eration quality (PSNR) and efficiency
(density). SVG2 consistently surpasses
existing methods given the same den-
sity, achieving a Pareto frontier.

Diffusion Transformers (DiTs) have demonstrated significant
efficacy in generative tasks, particularly excelling in generating
high-quality images and videos [1, 2, 3]. However, the computa-
tional efficiency of DiTs remains a major bottleneck, primarily
due to the quadratic computational complexity introduced by
3D spatio-temporal attention mechanisms [4]. For instance,
generating just a five-second video using HunyuanVideo on
an NVIDIA A100 GPU takes nearly an hour, where the 3D
attention accounts for more than 80% of end-to-end runtime.
This inefficiency severely limits the practical deployment of
DiT-based generative models.

To mitigate the quadratic computational complexity, previous
studies have observed that self-attention mechanisms are nat-
urally sparse, where only a small portion of computations significantly influence the final out-
put [5, 6, 7]. Therefore, the computational costs can be dramatically reduced (up to 8×) with
negligible degradation in generation quality by only computing the critical tokens [4, 8]. To ef-
fectively identify these critical tokens, existing approaches introduce an identification step where
activations from each token are used to estimate attention scores [9, 10]. Tokens with the highest
scores are then selected as critical and processed by the following sparse attention. To minimize
overhead, the identification is typically processed at the block granularity, treating consecutive tokens
as an aggregated token, which are selected or ignored as a whole [11, 12].

However, we observe that given the same computational budget (i.e., the number of selected critical
tokens), existing sparse attention methods significantly fall behind the oracle generation quality,
where the critical tokens are selected assuming the attention scores are known in advance rather than
estimated (§ 3.2). We identify that this performance gap arises from two primary challenges:

1. Inaccurate identification: existing block-wise identification methods are ineffective in precisely
identifying critical tokens. Because tokens are clustered into blocks based on positions rather than
semantic similarities, tokens within the same block may have dramatically different activations
in the latent space. Consequently, the aggregated activations become less representative [11],
leading to inaccurate estimations of attention scores and thus incorrect identification of critical
tokens. E.g., widely used techniques such as mean pooling [9] and max pooling [5] are prone to
inaccuracies, particularly when applied to distinct tokens.

2. Computation waste: existing methods cause computation waste even if critical tokens could be
perfectly identified. This is because of the mismatch between sparse computation and hardware
specifications [13]. For instance, tensor cores on NVIDIA GPUs require a minimum matrix
multiplication shape of 16× 16× 8 [14], which necessitates a batch size of 16 tokens. Thus, even
if only a subset of a block of 16 tokens are critical, the entire block must still be computed to
utilize tensor cores, causing computation waste. Our empirical evaluations show that up to 80% of
computation can be wasted on non-critical tokens (§ 3.2).

To bridge this gap, we propose SVG2, a training-free sparse attention approach specifically designed
to accelerate video generation for DiT-based models, achieving a Pareto frontier trade-off between
generation quality and computational efficiency (as shown in § 5.4). Our key insight is to leverage
semantic-aware permutation to maximize the accuracy of critical token identification and minimize
the computation waste of sparse computation. Specifically, semantic-aware permutation clusters

2

Wan 2.1 image-to-video.

Density
Sparse attention work
divided by dense work.

PSNR
Similarity to the dense
output, in dB.

At comparable density,
SVG2 better preserves the
dense output.

PSNR measures agreement with dense output. Higher is closer.

Yang et al., Sparse VideoGen2 (2025). Fig. 2 (cropped), Sec. 5.4. The 2.3× annotation compares density.
CC BY 4.0.
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Measured end-to-end generation speed

720p generation on a single H100. Standard SVG2 settings.

Model / task Density PSNR (dB) Speedup

HunyuanVideo 13B T2V 25.45% 30.452 2.30×

Wan 2.1 14B T2V 29.51% 25.808 1.60×

Wan 2.1 14B I2V 31.28% 26.562 1.58×

T2V: text-to-video. I2V: image-to-video.

VBench (dense / SVG2): Hunyuan T2V 0.850 / 0.852; Wan T2V 0.846 / 0.842.

What still takes time
The first 30% of denoising steps use dense attention.
Clustering, reordering and the rest of the model still take time.

Yang et al., Sparse VideoGen2 (2025). Table 1, Sec. 5.1. Speedup is total generation latency relative to
the dense baseline.
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SVG2: accurate selection needs efficient execution

Group Find similar Q vectors and similar K vectors.

⇓

Select Estimate cluster mass and keep a top-p prefix.

⇓

Compute Use original Q/K/V on the selected cluster pairs.

⇓

Restore Return each output to its original token position.

Centroid reuse and a custom kernel make the saved work worthwhile.

Next: Advay on attention in DeepSeek language models.

Yang et al., Sparse VideoGen2 (2025). Secs. 4–6. Training-free, with a model-dependent speed / quality
trade-off.
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Where we are going

We now try to see how sparse attention can be incorporated into the
pre-training phase itself. Specifically, how it was done by Deepseek

1. Preliminaries. MHA, MQA, GQA, RoPE. We build a unified cost
model and fix notation for the rest of the talk.

2. DeepSeek-V2: MLA. Low-rank joint KV compression, weight
absorption, decoupled RoPE. Two execution modes (MHA-mode /
MQA-mode).

3. DeepSeek-V3.2: DSA. Lightning indexer + fine-grained top-k
selection.

4. DeepSeek-V4: CSA + HCA. Compression along the sequence,
then sparsity; hybrid interleaving.

After each stage we add a row to a running scoreboard: cache, FLOPs
& arithmetic intensity
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Notation

Row-vector / batched convention. Hidden states stack in rows,
H ∈ Rn×d and a projection is a right multiplication HW .

Shapes
n sequence length (context) dc KV / query latent dimension
d model hidden size dR

h decoupled RoPE head dim
l number of layers k # selected KV entries
nh number of query heads m,m′ sequence compression rates
dh (=c) per-head dimension nwin sliding-window size
ng number of KV groups b bytes per stored element

▶ One multiply–accumulate = 2 FLOPs; a matmul (n×k)(k×m) costs
2nkm.

▶ In general nhdh ̸= d (V2: d = 5120, nhdh = 16384)
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Three phases, three different bottlenecks

Every trick helps in some of these phases and not others.

Training Prefill Decode

Input n tokens n tokens one token, cache of n

Attn shape n × n causal n × n causal 1× n

Bottleneck FLOPs + activation
memory

FLOPs memory bandwidth

Scaling Θ(n2) Θ(n2) Θ(n)/token, Θ(n2) total

Hurts recompute / check-
pointing

time-to-first-token tokens/s, max batch

▶ Prefill is compute-bound

▶ Decode is memory-bound

▶ We will see MQA/GQA/MLA for decode; DSA/CSA/HCA for both.
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The five numbers we will track

For one attention layer, and per token where stated:

1. KV cache forM stored elements per token per layer. Total bytes
=M · l · n · b per sequence.

2. Prefill FLOPs split into a projection term (linear in n) and an
attention term (quadratic in n).

3. Decode FLOPs per generated token.

4. Arithmetic intensity I of the decode attention: FLOPs per byte
moved. Compare against the hardware ridge point.

5. Quality from the papers’ own ablations. A saving that costs
accuracy is not a saving.

Hardware anchor (H800, the machine all three papers use):

BF16 peak ≈ 990 TFLOP/s, HBM BW ≈ 3.35 TB/s

⇓

AIridge ≈
990

3.35
≈ 300 FLOP

byte
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Preliminaries
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MHA dataflow

Repeated independently for each of the nh heads, and for each of the l
layers.
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Standard Multi-Head Attention

Let H = [h1; . . . ;hn] ∈ Rn×d be the layer input.

Q = HWQ , K = HWK , V = HWV where WQ ,WK ,WV ∈ Rd×nhdh

Q = [Q1, . . . ,Qnh ],K = [K1, . . . ,Knh ],V = [V1, . . . ,Vnh ]

where Qi ,Ki ,Vi ∈ Rn×dh

Oi = Softmax

(︃
QiK

⊤
i√

dh
+ C

)︃
Vi where Cts =

{︄
0 if s ≤ t

−∞ otherwise

U = [O1, . . . ,Onh ]WO where WO ∈ Rnhdh×d

At decode step t we need K1:t and V1:t , and they do not depend on t. So
we cache them rather than recompute:

MMHA = 2⏞⏟⏟⏞
K and V

· nhdh elements per token per layer.
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Derivation 1 — prefill FLOPs

Per layer, sequence length n, counting 2 FLOPs per MAC.

Projections. Four matmuls of shape (n × d)(d × nhdh) or its transpose:

Fproj = 4 · 2 n d nhdh = 8 n d nhdh.

Attention. Causality means only ≈ n2/2 query–key pairs are live. Scores

QiK
⊤
i : 2 · n22 · dh per head = n2nhdh over all heads. The Softmax · Vi

product costs the same. Hence

Fattn = 2 n2 nhdh.

Crossover. Attention overtakes the projections when

2n2 nhdh > 8 n d nhdh ⇐⇒ n > 4d

This is independent of the head configuration. For DeepSeek-V2
(d = 5120): n ≈ 20K. For DeepSeek-V4-Pro (d = 7168): n ≈ 29K.
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Derivation 2 — decode: FLOPs, bytes, and intensity

One new token, cache already holding n entries. Per layer:

F dec
proj = 8 d nhdh, F dec

attn = 2n nhdh⏞ ⏟⏟ ⏞
qK⊤

+2n nhdh⏞ ⏟⏟ ⏞
sV

= 4n nhdh.

Bytes moved to compute the attention part (the whole KV cache):

Bdec
attn = b · 2n nhdh b=2

= 4n nhdh bytes.

Arithmetic intensity of decode attention:

IMHA =
4n nhdh
4n nhdh

= 1 FLOP
byte
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Lets Batch

Run B sequences at once. Compare the two things we read from HBM:

FLOPs Bytes read Intensity

Weights (WQ ,WK ,W V ,WO) B · 8d nhdh 8d nhdh (shared!) ∝ B
KV cache B · 4n nhdh 4Bn nhdh (private) 1, always

▶ Weight reads amortise across the batch

▶ KV reads do not: every sequence owns its cache

▶ The cache also caps the batch. With memory budget M,

Bmax =
M

M · l · n · b , throughput ∝ Bmax ∝
1

M .
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[Appendix] How bad is MHA?

DeepSeek-V2’s configuration (nh=128, dh=128, l=60), if it had used
MHA, in BF16:

M l = 2 · 16384 · 60 = 1,966,080 elements = 3.75 MiB per token.

Context KV cache, one sequence fits on an 8×H800 node (640 GB)?
4K 15 GiB yes, batch ≈ 40
32K 120 GiB batch ≈ 5

128K 480 GiB barely one sequence

A 236B-parameter model in FP8 is ≈ 236 GB of weights. At 128K
context the cache for a single user would exceed the weights by 2×.
Serving is impossible.

Reading the number the other way: decoding one token requires
streaming 3.75 MiB × n bytes. At 3.35 TB/s and n=128K that is ≈ 147
ms per token, per sequence — about 7 tokens/s, before any compute.
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First fix: share the keys and values across heads

Figure 1: Different models to reduce KV cache sizes

nh query heads, but only ng distinct key/value heads; head i reads group
⌈ing/nh⌉. W K ,W V ∈ Rd×ngdh .

MGQA = 2 ng dh MMQA = 2 dh (ng = 1).

CS6013 Seminar Sparse Attention (Prefill) 84/144



Impact of MQA and GQA

Substitute nhdh → ngdh only in the K ,V projections and in the cache.
The query heads are untouched, and keys are broadcast to them.

Phase Effect Why
Training almost none score matrix still nh × n × n
Prefill none on attention Fattn = 2n2nhdh, unchanged

small saving on projections WK ,W V shrink by nh/ng
Decode nh/ng× less cache and less traffic fewer distinct K ,V to store/read

For the intensity perspective FLOPs stay at 4n nhdh, bytes fall to
b · 2n ngdh:

IGQA =
4n nhdh
4n ngdh

=
nh
ng

.
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[Appendix] What MQA and GQA take away

Sharing K ,V removes capacity: heads in a group attend over the same
subspace and differ only through their queries.

DeepSeek’s controlled ablation — three ≈7B dense models, 1.33T tokens, identical
but for the attention mechanism (layers adjusted to match parameters):

Benchmark MQA (7.1B) GQA-8 (6.9B) MHA (6.9B)
BBH (EM, 3-shot) 33.2 35.6 37.0
MMLU (Acc, 5-shot) 37.9 41.2 45.2
C-Eval (Acc, 5-shot) 30.0 37.7 42.9
CMMLU (Acc, 5-shot) 34.6 38.4 43.5

MQA loses 7.3 MMLU points against MHA — not a rounding error,
roughly a model-size generation.

This sets up the entire talk: the axis cache size vs quality appeared to
be a hard trade-off. MLA’s claim in the next section is that it is not —
that you can have MQA-level cache and better-than-MHA quality.1

1
DeepSeek-AI, DeepSeek-V2: A Strong, Economical, and Efficient Mixture-of-Experts Language Model,

arXiv:2405.04434, 2024, Table 8 (Appendix D.1).
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Rotary Positional Encoding

Self-attention is permutation-equivariant: Attn(PH) = P Attn(H) for
any permutation P. Without help it cannot tell “dog bites man” from
“man bites dog”.

Design goals for a positional scheme:

1. The score between positions t and s should depend on t − s
(relative), not on t and s separately

2. No extra parameters, no extra memory, negligible FLOPs

3. Should be compatible with caching for every future query.

Formally, we want f (x, t) with

⟨︁
f (q, t), f (k, s)

⟩︁
= g(q, k, t − s).

Additive learned embeddings fail goal 1.
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RoPE, derived

Two dimensions first. Identify x = (x1, x2) ∈ R2 with z = x1 + ix2 and
try a pure rotation, f (x, t) = z e itθ. Then

⟨f (q, t), f (k, s)⟩ = Re
[︂
q e itθ k e isθ

]︂
= Re

[︂
qk̄ e i(t−s)θ

]︂
,

which depends on t, s only through t − s. ✓ In real form, with
Rt =

(︁
cos tθ − sin tθ
sin tθ cos tθ

)︁
, orthogonality gives the same statement in one line:

(qRt)(kRs)
⊤ = qRtR⊤

s k⊤ = qRt−s k
⊤.

Full head. Split the dh dimensions into dh/2 planes and rotate each at
its own frequency:

Rt =

dh/2⨁︂

j=1

(︂
cos tθj − sin tθj
sin tθj cos tθj

)︂
, θj = β−2(j−1)/dh , β = 104.

Low j rotates fast (local detail), high j slowly (long-range).

Cost. Implemented as two elementwise products, Θ(n nhdh) FLOPs
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Scoreboard, after Section 1

Per layer; concrete column uses nh=128, dh=128, l=60, d=5120
(DeepSeek-V2 shape), BF16, n = 128K. Quality from the 7B
model.

Mechanism M (elem/tok/layer) Cache @128K Prefill attn FLOPs Idecode MMLU

MHA 2nhdh = 32768 480 GiB 2n2nhdh 1 45.2
GQA-8 2ngdh = 2048 30 GiB 2n2nhdh 16 41.2
MQA 2dh = 256 3.8 GiB 2n2nhdh 128 37.9

MLA (V2) ? ? ? ? ?
DSA (V3.2) ? ? ? ? ?
CSA/HCA (V4) ? ? ? ? ?
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Multi-head Latent Attention
DeepSeek V2
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Multi-head Latent Attention

MLA’s premise: the K and V of a token are derived from the
same d dimensional space and are not 2nhdh independent
numbers. Empirically they are still lower-rank.

So: do not throw away heads. Instead

▶ Cache a single low-rank latent cKVt ∈ Rdc from which every
head’s K and V can be reconstructed

Every head keeps its own W UK
i ,W UV

i in training, so heads still see
different subspaces unlike GQA and MQA. 2

2
DeepSeek-AI, DeepSeek-V2, arXiv:2405.04434, 2024, §2.1.
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MLA dataflow

Figure 2: Subpart of DeepseekV2 transformer showing MLA
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Low-rank joint KV compression

Keys and values. One down-projection, two per-head up-projections:

cKVt = htW
DKV , W DKV ∈ Rd×dc , dc ≪ nhdh

kCt = cKVt W UK , vCt = cKVt W UV , W UK ,W UV ∈ Rdc×nhdh

Queries. Compressed too

cQt = htW
DQ , qCt = cQt W

UQ , W DQ ∈ Rd×d′
c , W UQ ∈ Rd′

c×nhdh

What must be cached? Only cKVt : dc elements per token per layer, in
place of 2nhdh. For V2, 512 instead of 32768 — a 64× reduction

V2 settings: dc = 512 = 4dh, d ′
c = 1536, nh = 128, dh = 128,

d = 5120, l = 60.
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The naive version is not actually faster

Suppose at decode we cache cKVs and, at each step, reconstruct
kCs = cKVs W UK and vCs = cKVs W UV for all s ≤ n, then run ordinary
attention.

Cost of the reconstruction alone, per decoded token, per layer:

2 · 2 n dc nhdh = 4n dc nhdh vs. MHA’s total attention cost 4n nhdh.

That is a factor of dc = 512 more arithmetic.
And the reconstructed kC , vC must be written and read, so we have
saved storage but reintroduced the traffic.
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Derivation 3 — weight absorption

Write W UQ
i ,W UK

i ,W UV
i for the slices of the up-projections belonging to

head i (each in Rdc×dh or Rd′
c×dh), and WO

i for the corresponding block
of WO .

(a) Query side. The content part of the score is

qCt,i
(︁
kCs,i

)︁⊤
=

(︁
cQt W

UQ
i

)︁(︁
cKVs W UK

i

)︁⊤
= cQt

(︁
W UQ

i W UK⊤
i

)︁
⏞ ⏟⏟ ⏞
˜︂Wi ∈ Rd′

c×dc

(︁
cKVs

)︁⊤
.

˜︂Wi is constant: fold it into the weights once, at load time. Then

˜︁qt,i = cQt ˜︂Wi ∈ Rdc is computed once per token, and the score is a plain
dot product against the cached latent. kC is never formed.
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(b) Output side. With attention weights sts,i ,

ut =
∑︂

i

ot,iW
O
i =

∑︂

i

(︂∑︂

s

sts,i c
KV
s W UV

i

)︂
WO

i

=
∑︂

i

(︂∑︂

s

sts,i c
KV
s

⏞ ⏟⏟ ⏞
in Rdc

)︂ (︁
W UV

i WO
i

)︁
⏞ ⏟⏟ ⏞

Rdc×d

.

Associativity of matrix multiplication, twice. That is the whole trick.
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What absorption turned MLA into

After absorption, every head reads the same cached vector. Structurally
this is MQA with a head dimension of dc : one shared KV “head”, nh
query heads.

MHA MQA MLA (absorbed)
distinct KV per token 2nhdh 2dh dc
do heads see different subspaces? yes no yes, via ˜︂Wi

where the head-specific work lives in K ,V nowhere in the query-side matrix

MLA gets a small cache while keeping nh distinct bilinear forms ˜︂Wi

The head-specific structure is moved to the query side, where it costs
computation but not storage.

Except that we have quietly assumed there is no RoPE.
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Derivation 4 — why RoPE destroys the trick

Recall from Section 1 that RoPE inserts a position-dependent rotation
between the query and key projections. Applying it to kC as usual:

qCt,i
(︁
kCs,i

)︁⊤
= cQt W UQ

i Rt−s W UK⊤
i

(︁
cKVs

)︁⊤
.

The matrix in the middle now depends on both t and s, so

˜︂Wi (t, s) = W UQ
i Rt−sW

UK⊤
i

is a different matrix for every query–key pair. It cannot be precomputed
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Decoupled RoPE — the fix

Idea: stop asking one vector to be both compressible and
position-carrying.

qRt = RoPE
(︁
cQt W

QR
)︁
,WQR ∈ Rd′

c×nhd
R
h (per head)

kRt = RoPE
(︁
htW

KR
)︁
,W KR ∈ Rd×dR

h (one, shared by all heads)

qt,i = [qCt,i ; q
R
t,i ], kt,i = [ kCt,i ; k

R
t ]

The score splits additively — concatenation makes the dot product a
sum:

qt,ik
⊤
s,i = cQt ˜︂Wi (c

KV
s )⊤⏞ ⏟⏟ ⏞

content: absorbable, no RoPE

+ qRt,i (k
R
s )

⊤
⏞ ⏟⏟ ⏞

position: RoPE, tiny, uncompressed

▶ kRs is shared across heads and only dR
h = 64 wide

▶ New cache: MMLA = dc + dR
h per token per layer.
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MLA in full

Boxed quantities are the only things stored per token.

cQt = htW
DQ cKVt = htW

DKV

[qCt,1; . . . ;q
C
t,nh ] = cQt W

UQ [kCt,1; . . . ; k
C
t,nh ] = cKVt W UK

[qRt,1; . . . ;q
R
t,nh ] = RoPE(cQt W

QR) kRt = RoPE(htW
KR)

qt,i = [qCt,i ;q
R
t,i ] kt,i = [kCt,i ; k

R
t ]

[vCt,1; . . . ; v
C
t,nh ] = cKVt W UV

ot,i =
∑︂

s≤t

Softmaxs

⎛
⎝ qt,ik⊤s,i√︂

dh + dR
h

⎞
⎠ vCs,i , ut = [ot,1; . . . ; ot,nh ]W

O .

Two details the paper adds for stability: an RMSNorm after each compressed
latent (cQ , cKV ), and extra scaling factors at the width bottlenecks —
low-rank projections change the output scale of the layer. DeepSeek-V2-Lite
(16B) drops the query compression entirely.

CS6013 Seminar Sparse Attention (Prefill) 100/144



Two execution modes for the same weights

Absorption is a runtime choice, not an architectural one. The same
checkpoint runs in two algebraically identical ways.

MHA mode MQA mode
Used for training, prefill decoding
WUK ,WUV applied explicitly absorbed into WUQ , WO

kC , vC materialised, nh heads of width
dh

never formed

Attention over dh + dR
h per head dc + dR

h , one shared entry
Reads per step the full n × nhdh tensors only n(dc + dR

h )

Why not use MQA mode everywhere? Absorption increases FLOPs:
each head works in dc = 512 dimensions instead of dh = 128.

▶ Prefill is compute-bound

▶ Decode is bandwidth-bound at I = 1
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The two modes, side by side

Figure 3: MHA and MQA mode of MLA
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Derivation 5 — MLA cache and decode intensity

Cache. Per token per layer,

MMLA = dc + dR
h = 512 + 64 = 576 vs MMHA = 2nhdh = 32768.

Decode FLOPs (MQA mode), per token per layer: scores run over
dc + dR

h , the value accumulation over dc :

F dec
attn = 2n nh(dc + dR

h ) + 2n nhdc = 2n nh (2dc + dR
h ).

Bytes read: b n(dc + dR
h ). Hence

IMLA =
2nh(2dc + dR

h )

b (dc + dR
h )

V2
=

2 · 128 · 1088
2 · 576 ≈ 242 FLOP

byte

Against a ridge point of ≈ 300
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Derivation 6 — what MLA costs in prefill and training

Prefill attention (MHA mode). Scores over dh + dR
h , values over dh:

Fattn = n2nh(dh + dR
h )⏞ ⏟⏟ ⏞

qK⊤

+ n2nhdh⏞ ⏟⏟ ⏞
sV

= n2nh(2dh + dR
h )

against MHA’s 2n2nhdh. Ratio =
2dh + dR

h

2dh
=

320

256
= 1.25. MLA pays

25% more prefill attention FLOPs the price of the decoupled RoPE
channel.
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Projections and Training

Projections, per token per layer (V2 numbers, in MFLOPs):

WDKV (2ddc ) 5.2 WUQ (2d ′
cnhdh) 50.3

WDQ (2dd ′
c ) 15.7 WQR (2d ′

cnhd
R
h ) 25.2

WKR (2d dR
h ) 0.7 WO (2nhdhd) 167.8

WUK ,WUV (2 · 2dcnhdh) 33.6 total 298.5

MHA’s would be 8d nhdh = 671.1 MFLOPs. MLA uses 44% of it —
the low-rank bottlenecks are cheaper than dense d → nhdh projections.

Training. This is what the query compression is for: it saves no cache
(queries are never cached) but shrinks the stored activation from
nhdh = 16384 to d ′

c = 1536 per token per layer
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[Appendix] Does it actually work?

Two matched pairs, identical but for the attention mechanism.

Small MoE (≈16B, 1.33T tok) Large MoE (≈250B, 420B tok)
Benchmark MHA MLA MHA MLA
KV cache / token 110.6K 15.6K 860.2K 34.6K
BBH (EM) 37.9 39.0 46.6 50.7
MMLU (Acc) 48.7 50.0 57.5 59.0
C-Eval (Acc) 51.6 50.9 57.9 59.2
CMMLU (Acc) 52.3 53.4 60.7 62.5

▶ 14% of the cache at small scale, 4% at large scale — and MLA wins
on 7 of 8 comparisons.

▶ Contrast Section 1: MQA bought 128× less cache for −7.3 MMLU.
MLA buys 25× less cache for +1.5 MMLU.

▶ The advantage grows with scale: at nhdh = 860K per token, MHA
is spending capacity on a cache that MLA shows is not needed.

Source: DeepSeek-V2, Table 9 (Appendix D.2).
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Scoreboard, after MLA

Per layer; nh=128, dh=128, l=60, d=5120, dc=512, dR
h =64; BF16,

n = 128K.

Mechanism M (elem/tok/layer) Cache @128K Prefill attn FLOPs Idecode MMLU
MHA 2nhdh = 32768 480 GiB 2n2nhdh 1 45.2
GQA-8 2ngdh = 2048 30 GiB (same) 16 41.2
MQA 2dh = 256 3.8 GiB (same) 128 37.9
MLA (V2) dc + dR

h = 576 8.4 GiB 1.25× MHA 242 > MHA
DSA (V3.2) ? ? ? ? ?
CSA/HCA (V4) ? ? ? ? ?

MMLU column is not directly comparable.
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DeepSeek Sparse Attention
DeepSeek V3.2
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The remaining problem

MLA left the scoreboard in an asymmetric state:

▶ decode attention at I ≈ 242 against a ridge of 300 — effectively
done;

▶ prefill attention still Θ(n2), and 25% worse than MHA.

Every mechanism so far shrinks what we store per token. None of them
changes how many tokens each query looks at.
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Some Insights

▶ Trained attention distributions are extremely peaked: for a given
query, almost all of the softmax mass sits on a small number of
keys, and which keys those are varies per query.

▶ You cannot know which entries matter without computing the
scores, which is the thing you are trying to avoid.
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Three constraints any selector must satisfy

Each of DSA’s odd-looking choices answers one of these.

1. The selector must be cheaper than what it saves. It must be
narrow (few heads, small dimension) and ideally run in low precision.

2. Selection must be shared across query heads. At the kernel
level a fetched KV entry has to be reused by many queries, or the
gather is bandwidth-bound and the FLOP saving never materialises.

3. Top-k is not differentiable. The gradient of the main loss cannot
teach the selector what to select. It needs its own training signal.

Constraint 2 is why DSA is built on MLA in MQA mode: the cached
entry is already one vector shared by all query heads, so “select entries
for this token” is the natural granularity.
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The lightning indexer

A deliberately impoverished attention-like scorer. For query t and
preceding token s:

It,s =

nIh∑︂

j=1

w I
t,j · ReLU

(︁
qIt,j · kIs

)︁
,

with qIt,j ∈ Rd I
h and scalars w I

t,j from ht , and kIs ∈ Rd I
h from hs .

Four choices, each answering constraint 1:

▶ One key per token, shared by all nIh indexer heads to save cache

▶ ReLU, not softmax. It,s only has to rank; it is never a probability.

▶ FP8 since the score feeds into an argsort

▶ Learned per-head gates w I
t,j : cheap expressivity, letting the query

choose which indexer subspace to trust.
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Fine-grained token selection

Select Top-K and run exact attention on what is left:

St =
{︁
s
⃓⃓
It,s ∈ Top-k(It,:)

}︁
, ut = Attn

(︁
ht , {cs}s∈St

)︁
.

▶ cs = [cKVs ; kRs ] is exactly MLA’s cached latent. DSA changes
nothing about what is stored it only decides which past tokens to
consider.

▶ Selection is fine-grained: per token, not per block. St is an arbitrary
subset, different for every query.

▶ It is per query token, shared across all nh query heads

▶ Core attention over St is ordinary MLA attention in MQA mode.

V3.2 setting: k = 2048. At 128K context each query sees 1.6% of the
sequence; at 1M, 0.2%.
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DSA under MLA

Figure 4: Additions because of DSA over the normal MLA flow
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Derivation 7 — prefill FLOPs

Per layer. Two terms now, with different orders.

Indexer — still all-pairs, so still quadratic, but narrow:

Fidx = 2 · n22 · nIhd I
h = n2 nIhd

I
h

Core attention — each of n queries attends to exactly k entries, in
MQA mode:

Fcore = 2n k nh(2dc + dR
h ) — linear in n
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With V3.2’s shape (nh=128, dc=512, dR
h =64, k=2048; nIh=64, d I

h=128):

per layer dense MLA DSA indexer DSA core

formula n2nh(2dh+dR
h ) n2nIhd

I
h 2nknh(2dc+dR

h )
coefficient 4.10× 104 n2 8.19× 103 n2 5.70× 108 n
at n = 128K 5.37× 109n 1.07× 109n 0.57× 109n

Speedup = 5.37/(1.07 + 0.57) = 3.3× at 128K, and 4.7× at 1M.

But note where the cost now sits. The two DSA terms cross at
n2nIhd

I
h = 2nknh(2dc + dR

h ), i.e. n ≈ 70K. Beyond that the indexer is the
dominant cost, and it is still Θ(n2).
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Derivation 8 — decode: the core becomes constant

Per generated token, per layer, with n tokens cached:

F dec
idx = 2n nIhd

I
h (Θ(n)) F dec

core = 2 nh k (2dc + dR
h ) Θ(1)

Core attention cost stops growing with context once n > k ,

Bytes moved — the number that actually matters at decode:

formula at n = 128K, per layer

MLA (dense) b(dc + dR
h ) n 151.0 MB

DSA: indexer scan bI d
I
h n (FP8, bI=1) 16.8 MB

DSA: gathered latents b(dc + dR
h ) k Θ(1) 2.4 MB

151.0/19.2 = 7.9× less traffic per decoded token.

Intensity. Core attention keeps MLA’s I ≈ 242. The indexer scan runs
at I = 2nIhd

I
h/(bId

I
h) = 2nIh = 128
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Derivation 9 — DSA makes the cache bigger

The indexer keys must be cached too. They are functions of hs , so
recomputing them each step would defeat the purpose.

MDSA = dc + dR
h⏞ ⏟⏟ ⏞

576, MLA latent

+ d I
h⏞⏟⏟⏞

128, indexer key

= 704 elements/token/layer

The trade that is being made:

▶ More storage, and +Θ(n) arithmetic that MLA did not have;

▶ in exchange, core attention drops from Θ(n) to Θ(k) per decoded
token, and from Θ(n2) to Θ(nk) in prefill.

It is a good trade only because k ≪ n.
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[Appendix] Checking the derivation against the paper

The V3.2 paper reports measured serving cost on H800s at $2/GPU-hour
(their Figure 3), which we can compare against the two numbers we just
derived.

at 128K context our derivation paper’s measurement
Prefill speedup 3.3× ≈ 3.5×
Decode speedup 7.9× ≈ 8.5×

Close enough to trust the model, and the small shortfall is in the
direction we would expect — our count ignores kernel-level wins (fused
FP8 indexer, better occupancy on the gathered attention) and ignores
the projection FLOPs, which are unchanged and therefore dilute both
ratios in our favour.

One implementation note. For short-sequence prefill, where k is a
large fraction of n and the gather is pure overhead, V3.2 falls back to a
masked MHA-mode kernel that simulates DSA’s output exactly. Same
mathematics, different kernel, chosen by sequence length — the same
roofline reasoning as MLA’s two modes.
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Training, part 1: the dense warm-up

Top-k blocks the gradient, so the indexer cannot learn from the
language-modelling loss. It is instead trained to imitate true attention.

Stage 1 — dense warm-up. Start from DeepSeek-V3.1-Terminus
(already extended to 128K). Freeze everything except the indexer; keep
attention fully dense.

▶ Build the target: sum the main attention scores across all nh heads,
then L1-normalise along the sequence dimension to get pt,: ∈ Rt .

▶ Train the indexer to match it:

LI =
∑︂

t

DKL

(︁
pt,:

⃦⃦
Softmax(It,:)

)︁
.

Cost: lr 10−3, 1000 steps, 16 sequences of 128K = 2.1B tokens. Trivial
next to pre-training.

CS6013 Seminar Sparse Attention (Prefill) 120/144



Training, part 2: the sparse stage

Stage 2. Switch on top-k selection and unfreeze everything, so the main
model can adapt to being fed a sparse view.

The KL target is now restricted to the tokens that were actually selected,
St = {s | It,s ∈ Top-k(It,:)}:

LI =
∑︂

t

DKL

(︁
pt,St

⃦⃦
Softmax(It,St )

)︁
.

The two loss paths are kept strictly separate:

▶ the indexer is trained by LI only;

▶ the main model is trained by the language-modelling loss only.

Cost: lr 7.3× 10−6, k = 2048, 15,000 steps of 480 sequences of 128K =
943.7B tokens — a continued-pre-training run, not a fine-tune, but still
a small fraction of the original budget.
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Does sparsifying hurt? — the parity evidence

V3.2-Exp differs from V3.1-Terminus by DSA and its continued
pre-training

▶ Standard benchmarks: no substantial degradation, short- or
long-context.

▶ Human preference: ChatBot Arena Elo closely matched (10 Nov
2025).

▶ Held-out long context: on AA-LCR, V3.2-Exp scores four points
higher in reasoning mode; on Fiction.liveBench it consistently beats
Terminus. Both were unseen test sets released after the model.
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Scoreboard, after Section 3

Rows 1–4 at V2’s shape (l=60); DSA at V3.2’s (l=61, d=7168, k=2048, nIh=64,

d I
h=128). Prefill column is relative to dense MLA at n = 128K.

Mechanism M (elem/tok/layer) Cache @128K Prefill attn Idecode Quality
MHA 2nhdh = 32768 480 GiB Θ(n2) 1 45.2 MMLU
GQA-8 2ngdh = 2048 30 GiB (same) 16 41.2
MQA 2dh = 256 3.8 GiB (same) 128 37.9
MLA (V2) dc + dR

h = 576 8.4 GiB 1.25× MHA 242 > MHA
DSA (V3.2) dc+dR

h +d I
h = 704 9.5 GiB 0.31× MLA 142 ≈ MLA

CSA/HCA (V4) ? ? ? ? ?

The quadratic term finally moved. But:

▶ the cache went up

▶ decode core attention is now Θ(1), so what remains is the
Θ(n) indexer scan and the Θ(n2) indexer in prefill.

▶ At 1M tokens the indexer is the bottleneck.

CS6013 Seminar Sparse Attention (Prefill) 123/144



Compressed Sparse Attention & Heavily Compressed Attention
DeepSeek V4

CS6013 Seminar Sparse Attention (Prefill) 124/144



The bottleneck DSA left behind

At 128K, DSA’s indexer and core attention were comparable. At 1M they
are not:

n2 nIhd
I
h⏞ ⏟⏟ ⏞

indexer, Θ(n2)

vs 2nk nh(2dc + dR
h )⏞ ⏟⏟ ⏞

core, Θ(n)

=⇒ crossover at n ≈ 70K.

At 1M tokens the indexer is 94% of DSA’s attention FLOPs. We have
made the quadratic term cheap, not absent.
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V4’s solution

▶ Every mechanism so far has been an operation on the sequence.

▶ V4 changes the sequence itself: compress m consecutive tokens into
one KV entry, so that everything downstream sees a sequence of
length n/m.

▶ Quadratic terms fall by m, the cache falls by m, and DSA still
applies on top, on the compressed sequence.
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Two mechanisms, interleaved

V4 does not pick one compression rate. It builds two attention layers
with very different operating points and alternates them.

CSA (Compressed Sparse) HCA (Heavily Compressed)
Compression rate m = 4 m′ = 128 (≫ m)
Compression style overlapped, dual-stream non-overlapped, single

stream
Then what? DSA: top-k selection nothing — dense over all en-

tries
Attends to k entries (k=1024) all n/m′ entries
Cache/token/layer (dh + d I

h)/m = 160 dh/m
′ = 4

Role fine-grained retrieval cheap global context

V4-Pro: 61 layers, the first two HCA, the rest alternating. V4-Flash: 43
layers, the first two pure sliding-window, the rest alternating.
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CSA architecture

Figure 5: CSA Architecture on top of DSA and MLA
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CSA: building a compressed KV entry

Two parallel KV streams and two weight streams from the same hidden
states (dh = c = 512):

C a = HW aKV , C b = HW bKV , Z a = HW aZ , Z b = HW bZ ∈ Rn×dh .

Compressed entry i pools stream a over block i and stream b over block
i − 1, with learnable positional biases Ba,Bb ∈ Rm×dh :

[︁
Sa
mi :m(i+1)−1; S

b
m(i−1):mi−1

]︁
= Softmax

(︁[︁
Z a
mi :m(i+1)−1 + Ba; Z b

m(i−1):mi−1 + Bb
]︁)︁

CComp
i =

m(i+1)−1∑︂

j=mi

Sa
j ⊙ C a

j +
mi−1∑︂

j=m(i−1)

Sb
j ⊙ C b

j

▶ Softmax normalises over all 2m contributing positions, per channel

▶ CComp
i draws on 2m tokens, but there are n/m entries:

compression rate 1/m, with consecutive entries overlapping.
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Why it is built that way

1. Learned, content-dependent pooling, not mean-pooling. The
weights S come from Z = HW Z , so the token decides how much of itself
survives compression.

2. Learnable positional biases Ba,Bb. The pooling is a sum, hence
permutation-invariant, so position within a block is otherwise
unrecoverable.

3. The overlapped dual stream. A hard block boundary is a hard
information cut: tokens at mi − 1 and mi land in different summaries and
can never be compared. The b-stream shifts the window by one block, so
every entry summarises a 2m-token span and consecutive spans overlap.
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CSA: sparsity on top of compression

Having shortened the sequence to n/m, apply DSA to it unchanged.
Indexer keys come from the same compression operator, giving

K IComp ∈ R(n/m)×d I
h ; queries come off the shared latent:

cQt = htW
DQ , [qIt,1; . . . ;q

I
t,nIh

] = cQt W
IUQ , wI

t = htW
w

It,s =

nIh∑︂

h=1

w I
t,h ReLU

(︁
qIt,h · K IComp

s

)︁
, s < ⌊t/m⌋

and CSprsComp
t = {CComp

s | It,s ∈ Top-k(It,:)}.
▶ The indexer runs over n/m candidates, so its quadratic term drops

by m directly

▶ cQt is shared by the indexer and attention queries

▶ s < ⌊t/m⌋ enforces strict causality: a query may not see its own
block, which also summarises tokens after t. That blind spot is
what the sliding window repairs.
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[Appendix] Shared key-value MQA, and the grouped
output projection

Shared KV. Each selected CComp
s serves as both key and value:

qt = cQt W
UQ , ot,i = CoreAttn

(︁
qt,i , CSprsComp

t , CSprsComp
t

)︁
.

This halves what compression must produce and store, and makes the
entry a single MQA-style vector shared by all nh query heads — the
kernel constraint from Section 3, now built into the architecture rather
than inherited from MLA.

Grouped output projection. With dh = 512 and nh = 128, the
concatenated output is dhnh = 65536 wide, and projecting that to d
dominates the layer. So split the heads into g groups, project each to dg ,
then project the concatenation to d :

2 dhnh d⏞ ⏟⏟ ⏞
naive

= 9.4×108 −→ 2 dhnh dg + 2 dg g d⏞ ⏟⏟ ⏞
grouped

= 3.7×108 (2.5× cheaper)

for V4-Pro (g=16, dg=1024, d=7168). A low-rank factorisation of WO ,
in the same spirit as MLA’s bottlenecks.
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HCA Architecture
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HCA: compression without selection

One stream, no overlap, far larger rate m′ = 128:

C = HW KV , Z = HW Z , Sm′i :m′(i+1)−1 = Softmaxrow
(︁
Zm′i :m′(i+1)−1+B

)︁
,

CComp
i =

m′(i+1)−1∑︂

j=m′i

Sj ⊙ Cj =⇒ n

m′ entries.

Then dense attention over all of them

Why no indexer? Nothing is left to select from: at 1M tokens HCA sees
only 8192 entries

Complexity is still Θ(n2/m′) — quadratic, with the constant divided by
128: a small quadratic term is acceptable if the coefficient is small
enough.

CS6013 Seminar Sparse Attention (Prefill) 134/144



[Appendix] Detail 1: partial RoPE, and undoing it on the
output

Shared KV creates a positional problem that does not arise anywhere else
in this talk.

RoPE is applied partially — to the last 64 dimensions of each query and
each KV entry. Since the entry is also the value, the attention output
inherits it:

ot,i =
∑︂

s

sts,i
(︁
csRs

)︁

which carries absolute positions s — exactly what RoPE exists to avoid.

The fix is one line: apply RoPE at position −t to the last 64
dimensions of the output. Then

ot,iR−t =
∑︂

s

sts,i csRsR−t =
∑︂

s

sts,i csRs−t ,

so each entry’s contribution to the output is modulated by its distance
from the query, not by where it sits in the document. Relativity is
restored on the value path as well as the score path.
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[Appendix] Details 2–4: window, sink, normalisation

Sliding-window branch. nwin = 128 uncompressed KV entries for the
most recent tokens, concatenated with the compressed ones. It repairs
the causal blind spot (strict causality stopped a query seeing its own
block, i.e. its immediate predecessors), and local dependencies are both
what compression damages most and what language modelling needs
most sharply. Cost Θ(nwin) per token, constant in n.

Attention sink. Learnable per-head logits z ′h added to the denominator
only:

sh,i,j =
exp(zh,i,j)∑︁

k exp(zh,i,k) + exp(z ′h)
.

Total attention mass may now be less than 1, even near 0. This matters
because of compression: when no compressed entry holds anything
relevant, forcing a probability distribution would inject an average of
irrelevant summaries. The sink lets a head abstain.

RMSNorm on each query head and on the single KV-entry head,
immediately before core attention — prevents exploding logits, and is
why V4 needs no QK-Clip in its Muon setup.
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[Appendix] Configurations

DeepSeek-V4-Flash DeepSeek-V4-Pro
Total / activated params 284B / 13B 1.6T / 49B
Layers l , hidden d 43, 4096 61, 7168
First layers 2 × pure sliding window 2 × HCA
Remainder CSA / HCA interleaved CSA / HCA interleaved
CSA rate m 4 4
CSA top-k 512 1024
HCA rate m′ 128 128
Indexer nIh, d

I
h 64, 128 64, 128

Query heads nh 64 128
Head dim dh (= c) 512 512
Query latent dc 1024 1536
Output groups g , dg 8, 1024 16, 1024
Window nwin 128 128
Context 1M 1M
Pre-training tokens 32T 33T

Note dh = 512 — four times the usual 128. Compression makes
wide heads affordable: there are only n/m of them.
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Derivation 10 — the cache

Compressed entries are stored, not tokens. Per token per layer (V4-Pro):

MCSA =
dh + d I

h

m
=

512 + 128

4
= 160, MHCA =

dh
m′ =

512

128
= 4.

(The sliding window costs Θ(nwin) total, not per token — negligible at
long context.)

Averaging over 30 CSA and 31 HCA layers:

MV4-Pro ≈
30(160) + 31(4)

61
≈ 81 per token per layer, vs DSA’s 704.

Precision, on top of the structural saving. KV entries are stored
mixed: BF16 for the 64 RoPE dimensions, FP8 for the other 448
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Derivation 11 — prefill FLOPs

Per layer, dropping constants in n. Compression divides the candidate
sequence by m:

CSA indexer:
n2 nIhd

I
h

m
= 2.05× 103 n2

CSA core: 4n(k + nwin) nh dh = 3.02× 108 n

HCA:
2n2 nh dh

m′ = 1.02× 103 n2

Averaged over the interleave: ≈ 1.54× 103 n2 + 1.7× 108 n per layer,
against DSA’s 8.19× 103 n2 + 5.70× 108 n.

per layer, coefficient of n DSA (V3.2) V4-Pro
at n = 128K 1.64× 109 3.7× 108

at n = 1M 8.76× 109 1.70× 109
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Derivation 12 — decode traffic

The number that decides tokens/second. Per decoded token, per layer,
at n = 1M:

bytes read at 1M

DSA: indexer scan (FP8) bI d
I
h n = 128n 128.0 MB

DSA: gathered latents b(dc + dR
h )k, constant 2.4 MB

CSA: indexer scan (FP4) bI d
I
h n/m = 16n 16.0 MB

CSA: gathered entries ≈ 1.125 dh(k + nwin), constant 0.7 MB
HCA: full scan 1.125 dh n/m

′ = 4.5n 4.5 MB
V4-Pro, layer average ≈ 10.3n + const 10.6 MB

Two compounding effects, worth separating:

▶ Structural: the scan is over n/m or n/m′ entries, not n.

▶ Numerical: the indexer runs in FP4 rather than FP8, halving the
scan again. Legitimate because the score is only ever used to sort.

Note what has not gone away: the Θ(n) scan. Decode is still linear in
context.
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[Appendix] Why interleave rather than choose?

The hybrid is the least-discussed and most consequential choice in the
paper, so it is worth pricing directly. Per layer, at 1M:

all-CSA all-HCA interleaved (actual)
Cache / token / layer 160 4 81
Prefill coefficient (n2) 2.05× 103 1.02× 103 1.54× 103

Decode scan bytes / token 16n 4.5n 10.3n
Token-level retrieval? every layer never every other layer

The argument: an all-HCA model is cheaper on every axis, but at
m′ = 128 no layer can ever address an individual token — a
needle-in-a-haystack retrieval has no mechanism to succeed. An all-CSA
model retains that ability everywhere and pays 40× the cache for it.
Interleaving buys token-level addressing in half the layers at roughly half
the cost, on the hypothesis that once some layer has retrieved the needle,
the residual stream carries it and later layers need only coarse context.

This hypothesis is not tested in the paper. There is no ablation on
the interleave ratio, no all-CSA or all-HCA baseline. The reported
long-context results are consistent with it, but do not isolate it.
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Results, and how much they can tell us

Efficiency (Figure 1, right), at 1M context vs DeepSeek-V3.2:

single-token FLOPs KV cache
DeepSeek-V4-Pro (49B active) 27% 10%
DeepSeek-V4-Flash (13B active) 10% 7%

Quality, in the paper’s own framing:

▶ Long-context: V4-Pro-Max surpasses even Gemini-3.1-Pro on
academic 1M-token benchmarks

▶ Reasoning: beats GPT-5.2 and Gemini-3.0-Pro, short of GPT-5.4
and Gemini-3.1-Pro

▶ Knowledge: behind Gemini-3.1-Pro, attributed to total training
FLOPs.
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Scoreboard, complete

Per layer. Rows 1–4 at V2’s shape, DSA at V3.2’s, V4 at V4-Pro’s. Prefill column
relative to the row above it.

Mechanism M (elem/tok/layer) Cache @128K Prefill attn Idecode Quality
MHA 2nhdh = 32768 480 GiB Θ(n2) 1 45.2 MMLU
GQA-8 2ngdh = 2048 30 GiB (same) 16 41.2
MQA 2dh = 256 3.8 GiB (same) 128 37.9
MLA (V2) dc + dR

h = 576 8.4 GiB 1.25× MHA 242 > MHA
DSA (V3.2) dc+dR

h +d I
h = 704 9.5 GiB 0.31× MLA 142 parity

V4-Pro ≈ 81 (CSA 160 / HCA 4) 1.1 GiB 0.23× DSA — parity∗

∗ no isolating ablation exists; see previous slide
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What the four generations actually did

lever phase what it cost
GQA / MQA delete KV heads decode quality (−7.3 MMLU)
MLA (V2) low-rank joint

compression +
absorption

decode +25% prefill FLOPs; a
bolted-on RoPE chan-
nel

DSA (V3.2) learned top-k se-
lection

prefill + decode +11% cache; a second
training stage

CSA/HCA (V4) compress the se-
quence; hybridise

prefill + decode
+ cache

lossy by construction;
many moving parts
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